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Source coding

Intended learning outcomes:

• You can determine if a code is instantaneous and if the codeword lengths are optimal using the McMil-
lan-Kraft inequality.

• You can evaluate the quality of a variable-length code by comparing it to the fundamental limits.
• You can construct a Huffman code for any discrete source, and understand the algorithm and its prop-

erties.
• You understand the mathematical model used to study block codes asymptotically, and can compute

the code rate.
• You understand Fano’s inequality and typical sets and how they can be used to derive the fundamen-

tal limits of compression.

Book reference: Chapter 5 in Cover & Thomas1. 1 T. M. Cover and J. A. Thomas. El-
ements of Information Theory. Wiley,
1991. ISBN 9780471748823. doi:
10.1002/047174882X

2.1 Problem setup and definitions

In this chapter we are concerned with removing redundancy. In the
first section we will introduce the formal mathematical model we use
to investigate source coding, or compression.

2.1.1 Data source

We are given data as a sequence of symbols, for example these could
be numbers, letters, colours of pixels, etc., and we would like to
store that data in a (preferably short) sequence of bits. (We could
generalise to larger alphabets, but conceptually nothing changes so
we restrict ourselves to bits here to simplify presentation.) We start by
formally defining what we mean by a data source, or simply source in
the remainder of this chapter.
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A data source is an infinite sequence of random variables

X = X1, X2, . . . , Xk, . . . . (2.1)

• A source is called discrete if the random variables are discrete, i.e.
if the source outputs in each iteration i 2 N values from a fi-
nite set X .

• A source is furthermore called memoryless if the Xi are indepen-
dent and identically distributed (i.i.d.) according to the same pmf
PX , i.e., if we have

PX1X2...Xk ...(x1, x2, . . . , xk, . . .) = PX(x1)PX(x2) . . . PX(xk) . . . .
(2.2)

Memoryless here refers to the fact that the distribution of Xi does
not depend on the value of Xi�1 or any other symbol in the sequence,
or, formally, PXi |X1X2...Xi�1

= PXi = PX. We will not consider sources
that output continuous values in this module.

Can you see why we cannot ex-
pect to store and perfectly recover
a continuous variable using finite
(digital) memory?

For most of our theoretical analysis, we will consider a discrete
memoryless source (DMS). An example of such a source is the se-
quence of face values one gets by throwing the same (fair or unfair)
die repeatedly. Generally, the assumption that a source is memoryless
is simplifying the analysis but in fact most sources do not satisfy
this exactly. For example, think of a book (written in English) as a
sequence of letters and a source reproducing them one by one. If
Xi�1 = ‘q’, then Xi = ‘u’ with much higher probability than the
frequency of ‘u’ in English text would otherwise suggest. Hence, this
source is far from memoryless and the corresponding distribution
of the random variable is not i.i.d.. Nonetheless, understanding the
simple case of discrete memoryless sources properly will allow us
to get an intuition for more loosely structured sources as well. Vari-
ous more complicated models of sources have been analysed in the
literature.

2.1.2 Source codes

Next we introduce source codes, or simply codes for the remainder of
this chapter. We say that a bit string is a prefix of

another bit string if the latter starts with
the former, e.g. ‘01’ is a prefix to ‘0100’.A source code is a map e and that maps outputs of the source x 2

X to bit strings of variable length, C(x) 2 {0, 1}⇤. We denote by
`(x) the length of the codeword C(x).

• A code is called a fixed-length code if `(x) = ` is constant, oth-
erwise it is called a variable-length code.
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(N) A code is called non-singular if C is injective, i.e. if every x 2 X
is mapped to a unique bit string.

(P) A code is called a prefix code if for any pair x, x0 2 X with x 6=
x0, the codeword C(x) is not a prefix of the codeword C(x0).

(U) A code is uniquely decodable if there exists a decoder that, for any
n 2 N and any sequence xn 2 X n, can uniquely recover xn

from the bit string C(x1)C(x2) . . . C(xn).

(I) A code is instantaneous if it is uniquely decodable and if the de-
coder can deduce the k-th symbol xk as soon it has seen the bit
string C(x1)C(x2) . . . C(xk)C(xk+1) . . . up to and including all of
C(xk), even if there is no guarantee that the string is complete.

Let us note that the codes we consider here are not as general as
they could be. In fact, we could also consider codes that take a vari-
able length sequence of input symbols to a codeword (of either fixed
or variable length). Such codes are in fact often used in practical
applications. A prominent example is the Lempel–Ziv–Markov al-
gorithm for lossless compression, which uses a dictionary to replace
often reoccurring variable-length sequences with shorter codewords.

Let us now discuss some of the interrelations between all these
code properties. Clearly, any uniquely decodable code is non-singular
by definition. However, we observe that not every non-singular code
is uniquely decodable. Consider a code on X = {0, 1, 2, 3} that yields
the binary representation

C(0) = 0, C(1) = 1, C(2) = 10, C(3) = 11 . (2.3)

This code is non-singular but not a prefix code. The codeword string
110 could either be produced by the source sequence (3, 0), by (1, 2)
or even by (1, 1, 0), so there is no way for a decoder to distinguish
between these three cases.

Proposition 2.1. A code is instantaneous if and only if it is a prefix code

Proof. We first show that a prefix code is instantaneous by construct-
ing a decoder. The decoder will read the sequence C(x1)C(x2) . . .
bit by bit. Once C(x1) is fully read we can immediately deduce that
the first source symbol was x1 since C(x1) cannot be a prefix for a
longer codeword. Similarly, with this rule in mind, since there is no
other codeword that is a prefix to C(x1) we can be assured that this
is indeed the first symbol we will decode. The same procedure con-
tinues for the remainder of the string with C(x2)C(x3) . . .. We know
where every codeword ends and can decode them individually and
instantaneously.
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To verify the other direction, simply note that if a decoder can
decide instantly once it has seen the codeword C(x) this implies that
C(x) cannot be a prefix to any other codeword C(x0). Since this is
true for any x 6= x0, the code must be a prefix code.

Thus, any prefix code is uniquely decodable. However, the con-
verse is not true in general, i.e. not every uniquely decodable code is
a prefix code. Consider as an example the code

C(‘a’) = 1, C(‘b’) = 10, C(‘c’) = 00 . (2.4)

After seeing 10 we cannot decide if the first symbol was ‘a’ or ‘b’

Can you come up with a formal
decoder for this code?

even though we have seen the full codeword of the first symbol,
hence this code is not instantaneous. However, once we have seen a
full sequence of codewords, for example 100, we can decode uniquely
by looking at the parity of the number of 0’s between two 1’s.

Codes can be conveniently represented by binary trees. Binary
trees are connected graphs without cycles (trees) where each node
(except the root) has exactly one parent and either zero (in which
case it is called a leaf) or two children. The two branches emanating
from the root and each node are assigned values ‘0’ or ‘1’ and code-
words are composed by following a path from the root to a node.

Figure 2.1: Example of a code tree. The
codewords at the leaves are composed
of the symbols associated with the
edges on the path from the root to the
leaf.

The codeword length is equivalent to the depth (i.e. the distance
from the root) of the node in the three. For a fixed-length code all the
codewords are at the same depth (or level) of the tree. A code is a
prefix code if and only if all the codewords are on leaves of the tree.

Can you see why this is the case?
The next two sections will be devoted to variable-length and fixed-

length block codes (defined later), respectively.

2.2 Variable-length codes

Before we discuss particular codes, we first want to establish some
fundamental limits all codes need to satisfy.
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2.2.1 Optimal codeword lengths

The Kraft inequality gives a lower bound on the lengths of code-
words in any instantaneous code. It is the first fundamental limit we
will establish, it shows us that no code with shorter codeword lengths
can exist, and thus if a code achieves equality in (2.5) we know it
is optimal in this regard. We present a slightly more general result,
the MacMillan–Kraft inequality, which applies for any uniquely
decodable code (and not just prefix codes).

Proposition 2.2 (McMillan–Kraft inequality). Any uniquely decod-
able code must satisfy the inequality

Â
x2X

2�`(x)  1 . (2.5)

Conversely, given a set of codewords lengths satisfying Eq. (2.5), it is pos-
sible to construct a prefix code with these lengths.

We show the inequality only for instantaneous codes, and the
general proof for uniquely decodable (not necessarily instantaneous)
codes will be covered in the homework.

Proof. We use the one-to-one correspondence of prefix codes with
binary trees for which the codewords are leaves. For any tree we
may assign to every node a value 2�d where d is the depth in the
tree. The root thus gets the value 1. To show the Kraft inequality
we simply need to show that the sum of all the leaf values in a tree
cannot exceed 1. To see that this is correct, simply note that by our
construction any parent node’s value is simply the sum of its chil-
dren’s values, so as we build up the binary tree from the root the
sum of the values on all leaves is always exactly 1.

Conversely, given a set of codeword lengths satisfying the inequal-
ity, we can always create a binary tree with leaves at the correspond-
ing depths and populate the leaves with codewords. If the inequality
is strict there will be unused leaves in the tree.

2.2.2 Optimal expected codeword length

Finding codewords with short lengths is however only half of the
problem — we also need to assign those codewords to elements of X .
And we want to do this in such a way as to minimise the expected
length of the codeword. That is, for a code C(x) with codeword
lengths `(x), we define the expected codeword length as

¯̀(C) := Â
x

PX(x)`(x) = E[`(X)] (2.6)
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Using the McMillan–Kraft inequality from Proposition 2.2, we can
lower bound ¯̀(C) with the entropy H(X) for any uniquely decodable
code.

Proposition 2.3. For any uniquely decodable code C for a discrete source
X with distribution PX, we have

¯̀(C) � H(X) . (2.7)

Moreover, the equality is saturated if only if the codeword lengths saturate
the McMillan-Kraft inequality and PX(x) = 2�`x for some set of num-
bers `x 2 N.

Proof. We evaluate

¯̀(C)� H(X) = E


`(X)� log

1
PX(X)

�
(2.8)

= E


log

PX(X)

2�`(X)

�
(2.9)

� E


log

t · PX(X)

2�`(X)

�
(2.10)

= D(PXkQX) (2.11)

� 0, (2.12)

where we introduced the constant t = Âx 2�`(x)  1 (by the
McMillan–Kraft inequality) and the pmf Q(x) = 1

t · 2�`(x). The final
inequality is simply due to the non-negativity of relative entropy.

If the conditions for saturation are met we can see that the two
inequalities become equalities as t = 1 and PX = QX if we choose
`(x) = `x. Conversely, using the positive definiteness of the relative
entropy, we see that these conditions are in fact necessary to achieve
equality.

2.2.3 Shannon code

The above result allows us to show that certain codes have optimal
expected codeword lengths. For example for the source X that out-
puts symbols ‘a’, ‘b’ and ‘c’ with probabilities 1

2 , 1
4 and 1

4 , respectively,
the code

C(‘a’) = 0, C(‘b’) = 10, C(‘c’) = 11 (2.13)

satisfies ¯̀(C) = 1
2 + 2 · 1

4 · 2 = 3
2 and H(X) = 1

2 log 2 + 2 · 1
4 log 4 = 3

2 ,
and thus, we know that it is optimal thanks to Proposition 2.3.

The above example is constructed in such a way that all the prob-
abilities are negative powers of 2 and the codeword lengths satisfy
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the Kraft inequality with equality, and in this particular case it is easy
to see from the proof of Proposition 2.3 that ¯̀(C) = H(X). If the
probabilities do not have this form the same construction does not
generally work. However, we can show the following.

Proposition 2.4. For any discrete source X with distribution PX there
exists a prefix code C with ¯̀(C) < H(X) + 1.

The code we construct to proof this is called the Shannon code,
and it not optimal in general. However, the this bound, together with
Proposition 2.3, shows that we lose at most 1 bit per symbol using
this code.

Proof. We can choose codeword lengths `(x) =
⌃

log 1
PX(x)

⌥
. These

satisfy the Kraft inequality since

Â
x

2�`(x) = Â
x

2�
l

log 1
PX (x)

m

 Â
x

2� log 1
PX (x) = Â

x
PX(x) = 1 . (2.14)

Hence, using Proposition 2.2 we may construct a prefix codes using
these lengths. Moreover, for this code we have

¯̀(C) = Â
x

PX(x)
⇠

log
1

PX(x)

⇡
(2.15)

< Â
x

PX(x)
✓

log
1

PX(x)
+ 1

◆
(2.16)

= H(X) + 1 . (2.17)

2.2.4 Huffman codes
In 1951, David Huffman and his MIT

information theory classmates were
given the choice of a term paper or
a final exam. The professor, Robert
Fano, assigned a term paper on the
problem of finding the most efficient
binary code. Huffman, unable to prove
any codes were the most efficient, was
about to give up and start studying for
the final when he hit upon the idea of
using a frequency-sorted binary tree
and quickly proved this method the
most efficient. In doing so, Huffman
outdid Fano, who had worked with
information theory inventor Claude
Shannon to develop a similar code.

In this section we will construct prefix codes with optimal expected
codeword length, so-called Huffman codes. We will first learn how to
construct the codes and then use this construction to show optimality.
Interestingly, the codes were invented by a student that was in the
same situation as you are right now!

The code is constructed using Algorithm 2.1, which step-by-step
merges a forest of trivial binary trees into a single binary tree.

The construction is not unique because in each step we can assign
the labels ‘0’ and ‘1’ in either way to the two children. Moreover, we
are asked to select the two trees with smallest probabilities, but there
might be different such pairs, e.g. if we start with a source X with
symbols and probabilities (‘a’, 1

3 ), (‘b’, 1
3 ), (‘c’, 1

6 ), (‘d’, 1
6 ) then both of

these codes, C1 and C2, are possible Huffman codes:
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Input: List of symbols x 2 X with probabilities px = PX(x)
Output: Binary tree for the Huffman code
% initialise forest
for each x 2 X do

Create a tree with a root node labelled by the probability px (and
the symbol x) and no other nodes;
Add this tree to the forest;

end
% condense forest into a single tree
while number of trees in the forest are larger than 1 do

select the two trees whose roots have the smallest probabilities,
say p and p0;
join the two trees by adding a new root with probability p+ p0 and
the two trees as children; the edges are labelled with ‘0’ and ‘1’;

end
return last remaining tree in the forest;

Algorithm 2.1: Construction of a Huffman code tree.

C1(‘a’) = 00, C1(‘b’) = 01, C1(‘c’) = 10, C1(‘d’) = 11 (2.18)

C2(‘a’) = 0, C2(‘b’) = 10, C2(‘c’) = 110, C2(‘d’) = 111 (2.19)

Can you retrace how they are
created step-by-step?

The codeword lengths for both codes are optimal according to the
Kraft inequality, that is, we have

Â
x

2�`(x) = 4 · 2�2 = 1 and (2.20)

Â
x

2�`(x) = 2�1 + 2�2 + 2 · 2�3 = 1 (2.21)

for C1 and C2, respectively. We can further compute their respective
expected codeword lengths. This yields

¯̀(C1) = 2 (2.22)

¯̀(C2) =
1
3
· 1 +

1
3
· 2 +

1
6
· 3 +

1
6
· 3 = 2 (2.23)

Let us compare this to the entropy H(X) = 2 · 1
3 log 3 + 2 · 1

6 log 6 ⇡
1.92. So from the entropy bound alone we cannot deduce that these
codes are optimal in terms of the expected codeword length — but
they in fact are!

Proposition 2.5. Given a source X with probability distribution PX, any
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code constructed using Algorithm 2.1 achieves the minimal expected code-
word length for any prefix code.

We call such a code with minimal expected length an optimal prefix
code. The proof relies on the following lemma, which we show first.

Lemma 2.6. There exists an optimal prefix code with the following prop-
erty:

• The two longest codewords are siblings and their respective source sym-
bols have the two smallest probabilities (this is not always unique).

Proof. An optimal code always corresponds to a binary tree with no
unused leaves — if not we can compress the tree by removing the
parent of the unused leaf, reducing the expected codeword length.
There is always at least one pair of leaves at maximum depth, and
those are thus occupied with codewords. If those codewords would
not correspond to the two symbols with smallest probability we
could exchange symbols to move them there, a process which clearly
cannot increase the expected codeword length.

RecursiveHuffman:
Input: Forest fin
Output: Forest fout
if number of trees in fin = 1 then

return fout = fin;
else

select the two trees in fin whose roots have the smallest probabili-
ties, say p and p0;
create new forest f 0 from fin by joining the selected trees as in
Algorithm 2.1;
return fout = RecursiveHuffman( f 0);

end

Algorithm 2.2: Recursive formulation of the Huffman algorithm.

Proof of Proposition 2.5. The recursive formulation of the Huffman
algorithm in Algorithm 2.2 is useful here. Clearly the algorithm
produces an optimal code when |X | = 2 since in this case the optimal
code simply assigns the codewords 0 and 1 to the two symbols, and
this is exactly what the output of the Huffman algorithm will be.

We will thus prove optimality by induction as follows. Let us,
without loss of generality, label elements such that our source sym-
bols have probabilities p1 � p2 � . . . � pn and ordered such that the
Huffman algorithm will pick pn�1 and pn as the smallest elements if
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there are ambiguities. By induction we may assume that the recursive
Huffman algorithm provides us with an optimal tree when we call it
for n � 1 symbols with the probabilities p1, . . . , p2, . . . , pn�2, pn�1 + pn.
We denote the expected codeword length of this optimal tree by
L⇤

n�1(p1, . . . , p2, . . . , pn�2, pn�1 + pn).

0 1

0 1

a)

p3 + p4

p1 p2

0 1

0 1 0 1

b)

p1 p2 p3 p4

0 1

0 1

c)

p1

p2 p3 + p4

0 1

0 1

0 1

d)

p1

p2

p3 p4

Figure 2.2: Optimality of Huffman
coding with 4 symbols, recursive step.
Assume p1 � p2 � p3 � p4. We
are given a minimal length code for
(p1, p2, p3 + p4), which must be either
of the form a) if p3 + p4 � p1 or of
the form c) if p3 + p4  p1. If equality
holds both solutions are optimal.
The trees produced by the Huffman
algorithm for (p1, p2, p3, p4) (assuming
by induction it produces an optimal
tree for (p1, p2, p3 + p4)), are thus as in
b) and d), respectively. In both cases,
we have L4 = L⇤

3 + p3 + p4.

The Huffman algorithm for n symbols, by definition in its recur-
sive form, produces exactly this tree but with the the (n � 1)-th node
split into two siblings with probabilities pn�1 and pn (see Figure 2.2
for an example). Its expected codeword length, Ln, thus satisfies

Ln = L⇤
n�1(p1, . . . , p2, . . . , pn�2, pn�1 + pn) + pn�1 + pn . (2.24)

Note that we added pn�1 + pn as compared to the tree for n � 1
symbols those two leaves are now one level deeper, which increases
the codeword length by 1 with probability pn�1 + pn.

On the other hand, we have

L⇤
n�1(p1, . . . , p2, . . . , pn�2, pn�1 + pn)

 L⇤
n(p1, . . . , p2, . . . , pn�1, pn)� pn�1 � pn (2.25)

since a valid (although not necessarily optimal) prefix code for the
n � 1 probabilities can be constructed from an optimal prefix code
for n symbols by merging the two leaves at maximum depth with
minimal probability (which exist due to Lemma 2.6) into a single leaf.
Such a code has expected codeword length L⇤

n � pn�1 � pn, and thus
in particular the optimal length of such a tree for n � 1 symbols must
satisfy L⇤

n�1  L⇤
n � pn�1 � pn.

Combining Eqs. (2.24) and (2.25) yields

Ln  L⇤
n(p1, . . . , p2, . . . , pn�1, pn), (2.26)

and since Ln can never be smaller than the optimal codeword length
(by definition of the latter), these two quantities must in fact be equal.
This proves that the Huffman code construction is optimal.
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2.3 Fixed-length block codes

Fixed-length codes have the property that all codewords are equally
long. If we require error-free compression, then there is not much
flexibility: the expected codeword length has to be equal to dlog |X |e
(assuming that every source symbol appears with strictly positive
probability). The picture gets dramatically more interesting if we
encode a whole block of n source symbols and only require that the
probability of a decoding error vanishes as n ! •.

2.3.1 Setup for block coding

As we are observing a long sequence of symbols X1, X2, . . . , Xk, . . . ,
one thing we can do is to treat a block of, say n, symbols as a single
symbol (with a much larger alphabet of size |X |n) and then try to
find efficient codes for such blocks. In other words, a block code of
length n takes a sequence of n source outputs xn 2 X n as input and
outputs a binary string. We will formally define it below. Obviously
then we can no longer encode and decode instantaneously as we
will need to wait for the full block to perform the encoding, and the
decoding operation will in turn yield a full block as well.

- - -Xn M X̂n

e d

Figure 2.3: Illustration of the fixed-to-
fixed length source coding problem.

So for a block code, we observe a sequence of random variables
Xn = (X1, . . . , Xn) from a discrete memoryless source and we would
like to compress it into a random variable M 2 {0, 1}L, the codeword,
using an encoder, a function e from Xn to M. Later on, the decoder
d will produce an estimate X̂n of Xn from M. See Fig. 2.3 for an
illustration. If we demand that Example. Consider X = [5] and a DMS

with PX(x) = 1
5 for any x 2 X . To

encode any symbol Xi losslessly we
need dlog 5e bits. To encode a pair of
symbols we need dlog 52e = 5 bits,
or 2.5 bits per symbol. To encode a
triple we need dlog 53e = 7 bits, or
2.33 bits per symbol. The entropy is
H(X) = log 5 = 2.32. We see that
block-encoding is beneficial; in fact, the
triple encoding is in this case very close
to optimal.

P(X̂n 6= Xn) = 0 (2.27)

then M needs to take on at least

���x 2 X : PX(x) > 0
 ��n (2.28)

different values, and thus we need to choose

Argue why this is necessary and
sufficient.

L �
⌃
n log

���x 2 X : PX(x) > 0
 �� ⌥. (2.29)

Comparing this to the bound L � n
⌃

log
���x 2 X : PX(x) > 0

 �� ⌥,
which we would have arrived at by encoding each source symbol
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separately using a fixed length code, we see that there is some im-
provement. However, the improvement is at most n bits. Can we do
better if we relax the stringent condition in (2.27) to be such that

P(X̂n 6= Xn)  e (2.30)

for any e > 0 positive but arbitrarily small? Let us formalise this.

Definition 2.7 (Block code). An (n, 2L)-fixed-length source code (or
simply an (n, 2L)-code) consists of an encoder, e, and a decoder, d, where

• e : X n ! {0, 1}L and

• d : {0, 1}L ! X n

The number n is called the block length of the code; L is the length
of the codeword; and R = L

n is called the rate of the code. The rate
simply evaluates how many bits of codeword this codes uses per
symbol of the source to store its output.

Using this definition, show that if
R is achievable so is any R0 � R.Definition 2.8 (Achievable rate). A rate R is achievable for a DMS X

if there exists a sequence of (n, 2bnRc)-codes for n 2 N with encoder en

and decoder dn such that

lim
n!•

P(X̂n 6= Xn) = 0 (2.31)

where
X̂n = dn(M), and M = en(Xn) (2.32)

are the reconstructed source and the codeword, respectively.

Thus, what we really are interested in is the smallest R that is still
achievable.

Definition 2.9 (Optimal source coding rate). The optimal source cod-
ing rate for the DMS X, denoted as R⇤(X), is defined to be the infimum
of all achievable rates, i.e.,

R⇤(X) = inf{R : R is achievable}. (2.33)

Finding the optimal source coding rate looks like a formidable
problem to solve at first sight. Note that the notion of achievable
rate is asymptotic, namely we need to consider a sequence of codes,
a code for each n 2 N, so that it is not even obvious that R⇤(X) is
computable in finite time from a complexity-theoretic perspective.
However, in his seminal work Shannon2 showed that R⇤(X) has a 2 C. Shannon. A Mathematical Theory

of Communication. Bell System Tech-
nical Journal, 27:379–423, 1948. doi:
10.1002/j.1538-7305.1948.tb00917.x

simple form for a DMS.
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Theorem 2.10 (Fixed-length data compression). For any DMS X with
pmf PX, we have

R⇤(X) = H(X) (2.34)

To prove that R⇤(X) = H(X), we must show the achievability part,
R⇤(X)  H(X), and the converse part, R⇤(X) � H(X).

• Achievability means that, for every R > H(X), we must exhibit
a sequence of (n, 2bnRc)-codes such that the error probability
vanishes as n ! •.

• The converse implies that we cannot do better than this, i.e., there
is no sequence of (n, 2bnRc)-codes where R < H(X) such that we
have a vanishing error probability.

In most problems in information theory the two proofs (achievability
and converse) use quite different techniques and we thus treat them
separately.

2.3.2 Proof of converse and Fano’s inequality

For the converse we will use Fano’s inequality, which is a fundamen-
tal tool in the analysis of information processing tasks. We formulate
it here as a statement about conditional entropies of strongly corre-
lated random variables.

Lemma 2.11 (Fano’s inequality). Let X, Y be random variables with
joint pmf PXY and let e := P[X 6= Y]. Then

H(X|Y)P  h(e) + e log(|X|� 1)  1 + e log |X| , (2.35)

where h(e) = �e log e � (1 � e) log(1 � e) is the binary entropy.

This essentially tells us that if the probability that the two random
variables differ is small, then so is the conditional entropy. We should
expect this, since the conditional entropy measures the uncertainty of
X given side information Y: if e is small then knowing the value y of
Y allows us to guess that X = y as well, which is correct with high
probability.

Proof. First, we recall that H(X|Y)P = Ây PY(y)H(X|Y = y). We will
bound these terms individually first. Define ey = 1 � PX=y|Y=y so that
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Ây PY(y)ey = e. Then, we find

H(X|Y = y) = �Â
x

PX|Y=y(x) log PX|Y=y(x) (2.36)

= �(1 � ey) log(1 � ey)� Â
x 6=y

PX|Y=y(x) log PX|Y=y(x)

(2.37)

= �(1 � ey) log(1 � ey)� ey log ey

� ey Â
x 6=y

PX|Y=y(x)
ey

log
PX|Y=y(x)

ey
(2.38)

= h(ey)� ey Â
x 6=y

PX|Y=y(x)
ey

log
PX|Y=y(x)

ey
. (2.39)

To get from (2.37) to (2.37) we used that

ey Â
x 6=y

PX|Y=y(x)
ey

log
PX|Y=y(x)

ey

= Â
x 6=y

PX|Y=y(x) log PX|Y=y(x)� Â
x 6=y

PX|Y=y(x) log ey (2.40)

= Â
x 6=y

PX|Y=y(x) log PX|Y=y(x)� ey log ey . (2.41)

Finally, we the second term in (2.39) is an entropy itself, and thus up-
per bounded by the logarithm of the support as shown in Chapter 1.
This yields

H(X|Y = y)  h(ey) + ey log(|X|� 1) (2.42)

It remains to take an average of the above bound. Using (once
again) concavity of the entropy, we find

Â
y

PY(y)H(X|Y = y)  Â
y

PY(y)h(ey) + ey log |X| (2.43)

 h
⇣

Â
y

PY(y)ey

⌘
+ e log |X| (2.44)

= h(e) + e log |X| . (2.45)

Finally, we can bound h(e)  log 2 = 1 and |X|� 1  |X| to make
the bound a bit simpler but still sufficient for most purposes.

Proof of converse of Theorem 2.10. Consider now any sequence of
(n, 2bnRc)-codes with encoders en and decoders dn that satsify en ! 0
as n ! •, where the decoding error is

en := P(X̂n 6= Xn) (2.46)
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with X̂n = dn(en(Xn)). Fano’s inequality applied to the estimation of
Xn yields

H(Xn|X̂n)  enn log |X |+ 1 (2.47)

Since H(Xn|M)  H(Xn|X̂n) by the data-processing inequality for
the conditional entropy (see Corollary 1.10) applied to the decoder dn,
this can be relaxed to

H(Xn|M)  enn log |X |+ 1 (2.48)

Furthermore, using the dimension bound for |M| = 2bnRc  2nR, and
the definition of mutual information, we find

nR � H(M) (2.49)

� I(Xn : M) (2.50)

= nH(X)� H(Xn|M) (2.51)

We can now apply Eq. (2.48) to get

R � H(X)� en log |X |� 1
n

. (2.52)

Since this inequality must hold for large n and en ! 0 as n ! •, we
thus must have that

R � H(X) . (2.53)

Moreover, since this holds for any sequence of codes, we conclude
that R⇤(X) � H(X).

2.3.3 Proof of achievability and typical sets

The main idea in the proof of achievability is to only encode se-
quences of source outputs that are “typical” in a sense we will make
precise below. The sets of typical sequences are chosen in such a way
that two crucial properties hold:

• There are not too many such sequences so that we can encode
them efficiently.

• We can safely ignore all the sequences that are not typical since
they are guaranteed to only occur with very low probability.

Let us now make this more formal.

Let e 2 (0, 1) and consider a DMS X. The e-typical set for X, for
each n 2 N, is defined as

A(n)
e (X) :=

⇢
xn 2 X n :

����
1
n

log
1

PXn(xn)
� H(X)

����  e

�
(2.54)
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where

PXn(xn) = P(Xn = xn) =
n

’
i=1

PX(xi), 8 xn 2 X n. (2.55)

We call the elements of A(n)
e (X) e-typical sequences of length n for

the source X. In words, this means that the typical sequences are
those whose negative log-likelihood (per symbol) is very close to the
entropy of X, the i.i.d. output of the source. Note that

H(X) =
1
n

H(X1X2 . . . Xn) (2.56)

due to the additivity of entropy for product distributions, and thus
we can alternatively interpret H(X) as the entropy the source creates
per symbol. (The latter interpretation is especially useful when we
want to generalise the concept of typical sets beyond memoryless
sources.)

The properties of the typical set mentioned above can now be
formalised as the asymptotic equipartition property (AEP).

Proposition 2.12 (AEP). Let e 2 (0, 1). The sequence of typical sets
A(n)

e (X) for n 2 N has the following properties:

1. H(X) � e  1
n log 1

PXn (xn)  H(X) + e for all sequences xn 2

A(n)
e (X) and n 2 N.

2. limn!• P
⇥
Xn 2 A(n)

e (X)
⇤
= 1.

3. For all n 2 N, the size of the set satisfies

|A(n)
e (X)|  2n(H(X)+e) . (2.57)

The name asymptotic equipartition property alludes to the the first
(and defining) property of the typical set, which ensures that all
sequences in the set are approximately equally likely. More precisely,
the definition implies that we have

����
PXn(xn)
PXn(x̃n)

����  exp(2ne) (2.58)

for all typical sequences xn, x̃n 2 A(n)
e (X).

Proof. The first property is immediate from the definition (and holds
for all n).

Verify that Zi has zero mean and
that the sequence (Z1, Z2, . . . , Zn)
is i.i.d..

The second property follows from the weak law of large numbers.
To see this, we consider the random variables Xi produced by the
source and the new random variables

Zi = log
1

PX(Xi)
� H(X). (2.59)
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We would now like to express the probability P
⇥
Xn 2 A(n)

e (X)
⇤

in
terms of the random variables Zi we just introduced. We find the
following sequence of equalities:

P
⇥
Xn 2 A(n)

e (X)
⇤
= P

����
1
n

log
1

PXn(Xn)
� H(X)

����  e

�
(2.60)

= P
����

1
n

log
1

’n
i=1 PX(Xi)

� H(X)

����  e

�
(2.61)

= P

"�����
1
n

n

Â
i=1

✓
log

1
PX(Xi)

� H(X)

◆�����  e

#
(2.62)

= P

"�����
1
n

n

Â
i=1

Zi

�����  e

#
(2.63)

= 1 � P

"�����
1
n

n

Â
i=1

Zi

����� > e

#
. (2.64)

Now since Zi are i.i.d. and zero mean we can apply the weak law of
large numbers (Proposition 0.5), which ensures that

lim
n!•

P

"�����
1
n

n

Â
i=1

Zi

����� > e

#
= 0 , (2.65)

and so, in particular, we have limn!• P
⇥
Xn 2 A(n)

e (X)
⇤
= 1.

The third property follows by a basic counting argument. Since
every sequence in A(n)

e (X) has probability at least 2�n(H(X)+e) by
definition, there can be at most 2n(H(X)+e) such sequences in the
typical set as otherwise the total probability of all sequences would
exceed 1.

Proof of achievability of Theorem 2.10. We fix e 2 (0, 1) for the moment
and construct encoders and decoders for each blocklength n, working
at rate R = H(X) + 2e. The main idea is to do a faithful encoding
of all the sequences xn in the typical set and essentially ignore and
accept errors for sequences that are not typical.

To do this we index the elements of A(n)
e (X) in some order (say lex-

icographic). This simply means that to each sequence xn 2 A(n)
e (X),

we assign a unique index idx(xn) 2 {0, 1}Ln . By the upper bound on
the size of the typical set, we know that the codeword length can be
bounded as Ln  dn(H(X) + e)e  n(H(X) + e) + 1  nR� 1  bnRc,
where the last inequality holds for sufficiently large n such that e � 2

n .
The assignment function is known to both the encoder and the de-
coder.

We now design the encoder and decoder for blocklength n.

Encoder en: If the realised sequence is typical, i.e. Xn 2 A(n)
e (X), then

output the index M = idx(Xn). Otherwise set M = 0Ln . In other
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words, the precise working of the encoder is

en(xn) =

(
idx(xn) xn 2 A(n)

e (X)

0Ln xn /2 A(n)
e (X)

. (2.66)

Decoder dn: Given m, output xn such that m = idx(xn). This choice
is unique if such an xn exists. If no such xn exists, we may output
any sequence of source symbols. In other words, look in the table
for the sequence that corresponds to the index m.

We can now compute the probability of error for this encoder and
decoder. Suppose first that the realised sequence is typical. We will
never make an error because the sequence that is output coincides
with the emitted sequence of the DMS, by construction of the encoder
and decoder. Thus, we can only make an error if the emitted source
sequence is atypical. Hence,

gn = P(X̂n 6= Xn)  P(Xn /2 A(n)
e (X)) . (2.67)

and in particular limn!• gn = 0. This implies that the sequence of
codeword lengths Ln is achievable. We can thus conclude that the
rate H(X) + 2e is achievable. Since e > 0 is arbitrarily small, we have

R⇤(X) = inf{R : R is achievable}  H(X) . (2.68)

2.3.4 Strong converse via typical sets

-

6

RR⇤(X)

e

0

1

Figure 2.4: Illustration of the strong
converse property. For any rate se-
quence of (n, 2nR) codes with rate
R < R⇤(X) = H(X), the asymptotic
error limn!• P(X̂n 6= Xn) necessarily
converges to 1.

We can also argue with typical sets to get a stronger statement
for our converse bound. In fact, the converse via Fano’s inequality is
quite conservative. Even if we allow that

lim sup
n!•

P(X̂n 6= Xn)  e (2.69)

for any e 2 [0, 1), it turns out that the e-optimal rate must be no
smaller than H(X). We state this formally as follows:
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Theorem 2.13. For any sequence of (n, 2bnRc)-codes with R < H(X),
it necessarily holds that P(X̂n 6= Xn) ! 1 as n ! •.

This theorem removes all hope to devise a more efficient source
coding scheme that can beat the compression rate H(X) by allowing
for some small (or even large) error.

One way to prove this statement is to expand our characterisation
of the typical set.

Proposition 2.14 (AEP, continued). Let e, µ 2 (0, 1). Then there ex-
ists an N0 such that for all n � N0, the following holds:

1. P
⇥
Xn 2 A(n)

e (X)
⇤
� 1 � µ.

2. The size of the set satisfies

|A(n)
e (X)| � (1 � µ)2n(H(X)�e) . (2.70)

Proof. The first statement is a simple consequence of the second
property in Proposition 2.12, i.e. since limn!• P

⇥
Xn 2 A(n)

e (X)
⇤
= 1

there must exist an N0 with the desired property by definition of
the limit. The second statement now again follows by a counting
argument. Since we know that every sequence xn 2 A(n)

e (X) satsifies
PXn(xn)  2�n(H(X)�e)) we will need at least (1 � µ)2n(H(X)�e) such
elements to reach a total probability of 1 � µ as stipulated by the first
property above.

This allows us to lay out the idea for a proof of Theorem 2.13. Let
us assume that R < H(X), and define e = 1

2
�

H(X)� R
�
. Then using

the bound in Eq. (2.70), we find

2nR = 2n(H(X)�2e)  2�ne

1 � µ
|A(n)

e (X)| . (2.71)

For sufficiently large n this implies that |M| < |A(n)
e (X)|, and in fact

|M| is smaller by a factor that grows exponentially in n. This implies
that we can only faithfully represent a smaller and smaller fraction
of all typical source sequences in M. Moreover, since all typical
sequences are almost equiprobable this induces an error approaching
1 exponentially fast.

We finally give a more formal proof of Theorem 2.13 that uses the
structure of encoder and decoder more explicitly.

Proof of Theorem 2.13. We assume R < H(X) and try to give a lower
bound on the probability of error.
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Fix an arbitrary encoder en : X n ! {1, 2, . . . , 2nR}. This en-
coder induces a partition of the space X n into disjoint subsets
Dm ⇢ X n, m 2 {1, 2, . . . , 2nR} defined as Dm = {xn : en(xn) = m}.
The best decoder (the one that minimizes the error probability) is the
one that uses the following rule given message m:

dn(m) = argmax
xn2Dm

PXn(xn). (2.72)

This is known as the maximum likelihood decoder as the decoder
maximizes the likelihood of the observed data. We also denote the
resulting random variable by X̂n = dn(en(Xn)) as usual. Fix now
e 2 (0, 1) small enough such that R < H(X) � 2e and also fix
µ 2 (0, 1). The error probability can be bounded as

Argue why such an e > 0 always
exists.

en = 1 � P(X̂n = Xn) (2.73)

= 1 �
2nR

Â
m=1

Â
xn2Dm

PXn(xn)P(X̂n = Xn|Xn = xn) (2.74)

= 1 �
2nR

Â
m=1

PXn(dn(m)) (2.75)

= 1 � Â
m:dn(m)2A(n)

e (X)

PXn(dn(m))� Â
m:dn(m)/2A(n)

e (X)

PXn(dn(m))

(2.76)
(a)
� 1 � Â

m:dn(m)2A(n)
e (X)

PXn(dn(m))� µ (2.77)

(b)
� 1 � Â

m:dn(m)2A(n)
e (X)

2�n(H(X)�e) � µ (2.78)

� 1 �
2nR

Â
m=1

2�n(H(X)�e) � µ (2.79)

(c)
= 1 � 2�n(H(X)�R�e) � µ (2.80)

where (a) follows because the probability of the atypical set is
smaller than µ for sufficiently large n according to Proposition 2.14,
(b) follows since the probability of sequences in the typical set is at
most 2�n(H(X)�e) and (c) because the number of messages is 2nR.
Hence, since R < H(X)� 2e, we find

lim inf
n!•

en � lim inf
n!•

(1 � µ � 2�ne) = 1 � µ . (2.81)

Since µ can be arbitrarily small, we in fact have limn!• P(n)
e = 1,

concluding the proof.
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