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∅ empty set {}
[M] the set {1, 2, . . . , M}
|X | cardinality of the set X , e.g., |[M]| = M

P(X ) the power set of X , i.e. {A : A ⊆ X}
X × Y set of tuples {(x, y) : x ∈ X , y ∈ Y}
X n set of n-tuples with elements taking values in X ,

e.g., X 2 = X ×X
{0, 1}n the set of n-bit strings
{0, 1}∗ the set of bit strings of arbitrary length
maxX largest x∗ ∈ X , might not always exist
supX smallest x∗ ∈ R such that x ≤ x∗ for all x ∈ X ;

equals the maximum, maxX , if it exists
minX smallest x∗ ∈ X , might not always exist

infX largest x∗ ∈ R such that x ≥ x∗ for all x ∈ X ;
equals the minimum, minX , if it exists

1{x = y} indicator function, 1 if x = y and 0 otherwise,
so that, for example, 1{x = y}+ 1{x ̸= y} = 1

δxy shorthand for 1{x = y}
PX(x) probability mass function (pmf), PX(x) = P[X = x]
pX(x) probability density function (pdf),

e.g. P[X ∈ (1, 2)] =
∫ 2

1 pX(x)dx
P[X ∈ A] probability of X being in a set A,

i.e. P[X ∈ A] = P({ω : X(ω) ∈ A}) = ∑x∈A PX(x)
P[5 ≤ X < 6] another way of writing P[X ∈ [5, 6)]

⌈x⌉ ceiling operator, smallest n ∈N such that x ≤ n
⌊x⌋ floor operator, largest n ∈N such that x ≥ n
log logarithm; to base 2 here, i.e. log = log2
⊕ “XOR” function: x⊕ y = 1− δxy for x, y ∈ {0, 1};

also addition in F2, i.e. x⊕ y = x + y mod 2.

Table 1: Some basic notation used in
this module.
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pmf probability mass function
pdf probability density function
cdf cumulative density function
rv random variable

i.i.d. independent and identically distributed
DMS discrete memoryless source
DMC discrete memoryless channel

DPI data-processing inequality
TVD total variation distance
AEP asymptotic equipartition property
SNR signal-to-noise ratio

iff if and only if

Table 2: Some abbreviations used in this
module.





0
Review of mathematical notation and foundations

Intended learning outcomes:

• You are familiar with common notation used throughout the lecture.
• You are comfortable with the main mathematical concepts needed in this module, namely basic prob-

ability theory including random variables, conditional probabilities and Markov chains.
• You can apply basic bounds on tail probabilities, and can prove the weak law of large numbers.
• You can compute vector norms and apply the Cauchy-Schwarz inequality.
• You know what convex and concave functions are and can apply Jensen’s inequality.

0.1 Notation

We will use standard notation and abbreviations that you might
be familiar with from other modules. Some of the less frequently
encountered mathematical expressions are summarised in Table 1

and the abbreviations we use throughout are listed in Table 2. (The
tables can be found on the previous page.)

0.2 Probability theory

We will not directly need the framework of probability theory in
its most abstract formulation as presented in the following, but it is
good to know that both discrete and continuous random variables
can be seen as emanating from a shared mathematical framework.

0.2.1 Probability space

A probability space is represented by a triple (Ω, Σ, P). Here Ω is a
set that is called the sample space. Moreover, Σ is a σ-algebra, a col-
lection of subsets of Ω, called events, with the following properties:
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Show that the above also implies
that ∅ ∈ Σ and

⋂∞
i=1 Ai ∈ Σ.

Show that 0 ≤ P(A) ≤ 1 for every
A ∈ Σ.

• Ω ∈ Σ

• If A ∈ Σ, then its complement, Ac = Ω \ A is also in Σ, i.e. Ac ∈
Σ.

• If A1, A2, . . . , An, . . . ∈ Σ, then
⋃∞

i=1 Ai ∈ Σ
Finally, the probability measure P is a function P : Σ → [0, 1]

defined on the measurable space (Ω, Σ), and represents your “be-
lief” about the events in Σ. In order for P to be called a probability
measure, it must satisfy the following two properties:

1. P(Ω) = 1

2. For A1, A2, . . . such that Ai ∩ Aj = ∅ for all i ̸= j, i.e. for mutu-
ally disjoint sets, we have

P

(
∞⋃

i=1

Ai

)
=

∞

∑
i=1

P(Ai) (1)

Example. If your random variable is
the location an athlete lands after a long
jump then it makes sense to take Ω to
be positive real numbers, R+ indicating
the distance jumped (say, in meters).
However, even with arbitrarily good
equipment we cannot actually measure
a real number, we can only ever say that
he landed in some interval, the size of
which is given by our measurement
precision. Thus, Σ, comprised of the
events we can actually observe, is
built up by including all (arbitrarily
small) intervals in R+ and their unions
and complements. Or another way of
looking at this is that the probability
of the jumper landing exactly at 9m is
always zero — it is simply the wrong
question to ask. But the probability of
landing within 1cm or some arbitrarily
small interval around 9m might very
well be nonzero.

The tuple (Ω, Σ) is also called a measurable space. For example,
set Ω = [0, 1] and assume we are interested in the probability of
subsets of Ω that are intervals of the form [a, b] where 0 ≤ a < b ≤ 1.
Then we should also be able to say something about the probability
of the union, intersections, complement and so on of such intervals.
This is captured by the definition of a σ-algebra. Think of Σ as the
properties of Ω that can actually be observed.

For the advanced reader: Note
however that in the above exam-
ple {x} ∈ Σ for any x ∈ R+, that
is, single points are also elements
of the σ-algebra. Can you see
why? Use an infinite intersection
to construct it.

Some basic and very useful properties that can be derived from
the above definition. The union bound in particular is very often
used when analysing problems in information theory.

Proposition 0.1 (Union Bound). Let (Ω, Σ, P) be a probability space.
The following holds:

1. P(Ac) = 1−P(A)

2. If A ⊂ B, then P(A) ≤ P(B)

3. P(A ∪ B) = P(A) + P(B)−P(A ∩ B) ≤ P(A) + P(B), which is
called the union bound. Clearly, by induction, the union bound works
for finitely many sets Ai, i = 1, . . . , k, namely

P

(
∞⋃

i=1

Ai

)
≤

∞

∑
i=1

P(Ai). (2)

Proof. Property 1 follows since Ac ∩ A = ∅, and thus P(A) + P(Ac) =

P(Ω) = 1 by (1). For Property 2, note that B \ A = B ∩ Ac ∈ Σ and
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since A ∩ (B \ A) = ∅ we again argue that P(A) + P(B \ A) = P(B),
from which the desired inequality follows.

For Property 3 note that A ∪ B can be decomposed in three different
ways into mutually disjoint sets:

A ∪ B = A ∪ (B \ A) = B ∪ (A \ B) = (A \ B) ∪ (B \ A) ∪ (A ∩ B) .
(3)

Again using (1) for each of these decompositions we have

2P(A ∪ B) = P(A) + P(B) + P(B \ A) + P(A \ B) (4)

= P(A) + P(B) + P(A ∪ B)−P(A ∩ B) , (5)

which implies the desired equality.

Sometimes we have two conflicting beliefs, or models, about the
underlying probability distribution, and so we will consider two
compatible probability spaces (Ω, Σ, P) and (Ω, Σ, Q) based on the
same measurable space (Ω, Σ). They offer different predictions about
the probability with which the events in Σ occur. A fundamental task
in statistics is to deduce which model is correct from the frequency
with which certain events occur. We will cover this in Chapter 4.

0.2.2 Random variables

We will usually not deal directly with the probability space but with
random variables.

A random variable (rv) X : Ω → X is a function from the space
(Ω, Σ) to a measurable space (X , ΣX) satisfying {ω ∈ Ω : X(ω) ∈
B} ∈ Σ for all B ∈ ΣX .

The mapping has to ensure that {ω ∈ Ω : X(ω) ∈ B} ∈ Σ because
we are restricted to observing events in Σ and our random variable
can thus not be more fine-grained than what Σ allows. Functions
satisfying this property are called measurable functions. A random
variable is then more concisely defined as a measurable mapping
from (Ω, Σ) to (X , ΣX).

The only two examples of interest for us in the following are
discrete and continuous random variables:

discrete rv: X is a discrete set and ΣX is the power set P(X ) of X , i.e.
the set of all subsets of X .

continuous rv: X = R and ΣX = B, the Borel σ-algebra. This is the
smallest σ-algebra containing all open intervals in R.
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The probability measure P induces a probability measure PX on
(X , ΣX), given by

PX(B) = P[X ∈ B] = P({ω ∈ Ω : X(ω) ∈ B}) (6)

for all B ∈ Σ′. PX is called the distribution of the random variable X.
If X = {a1, . . . , ad} is discrete (and ΣX the power set of X ), then

we say that X is a discrete random variable. The distribution of X is
then also known as the probability mass function (pmf) of X and is fully
characterised by all the singleton events (consisting of a single value),
i.e., the probabilities PX(a1), PX(a2), . . . , PX(ad).

Can you give a formal argument
why the values at these points are
sufficient?

Some random variables are not random at all. If there is an ai

with PX(ai) = 1 (and thus PX(aj) = 0 for all j ̸= i), then we call
this random variable deterministic. On the other extreme we have
uniformly distributed random variables, where PX(ai) = 1

d for all
i ∈ [d].

Example. The simplest example is the Bernoulli random variable. It is
defined on a binary alphabet X = {0, 1} and we write X ∼ Bern(ϵ) to
denote the rv with P[X = 1] = ϵ and P[X = 0] = 1− ϵ.

Let us now consider a real-valued random variable X. If there
exists a function pX : R→ [0, ∞) such that for all A ∈ ΣX , we have

P[X ∈ A] =
∫

A
pX(x)dx (7)

then we say that X is a continuous random variable. The function pX

is called the probability density function (pdf) of X. We also define the
cumulative distribution function (cdf) by integrating pX(x), that is, the
cdf is given by FX(a) = P[X ≤ a] =

∫ a
−∞ pX(x)dx.

Show that
∫
X pX(x) = 1. More-

over, if pX is continuous at some
point x, it must satisfy pX(x) ≥ 0.
Can pX(x) ever be larger than 1?

In this module, we deal mainly with discrete rvs, although we will
also encounter Gaussian random variables, which are continuous,
later on.

Example. We denote the pdf of a Gaussian random variable X as

N (x; µ, σ2) =
1√

2πσ2
e−

(x−µ)2

2σ2 , (8)

where µ is the mean and σ the standard deviation of X. The variance of
X is σ2. A normal Gaussian random variable has µ = 0 and σ = 1. The
corresponding cdf is denoted as

Φ(y) =
∫ y

−∞
N (x; 0, 1)dx. (9)

Some additional notations and definitions for discrete random
variables are given below. The counterparts for continuous random
variables can be obtained by simply replacing pmfs with pdfs. Thus
assume now that X and Y are discrete random variables taking on
values in X and Y respectively.
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• The joint pmf of X and Y is defined as

Verify that

PY(y) = ∑
x′∈X

PX,Y(x′, y).

PX,Y(x, y) = P[X = x ∧Y = y]

= P
(
{ω ∈ Ω : X(ω) = x ∧Y(ω) = y}

)
. (10)

• The conditional pmf is given by

PX|Y(x|y) = PX,Y(x, y)
PY(y)

, for PY(y) > 0 . (11)

If PY(y) = 0 then the conditional pmf is ill-defined.

By applying the definition of conditional pmf twice, we arrive at
Bayes’ rule.

Proposition 0.2 (Bayes’ Rule). Let X and Y be discrete and PY(y) >
0 for all y ∈ Y . Then,

PX|Y(x|y) =
PY|X(y|x)PX(x)

PY(y)
. (12)

Two random variables X and Y can be correlated, meaning that
knowledge of X will tell us something non-trivial about Y. We will
make this more formal in an information-theoretic sense in the next
chapter. Here, we only introduce the notion of independence, the
absence of correlation.

Two random variables X and Y are independent if and only if, for all
x ∈ X and y ∈ Y ,

PX,Y(x, y) = PX(x)PY(y) (13)

or equivalently PX|Y(x|y) = PX(x).

The latter condition simply states that the conditional distribution
PX|Y(x|y) does not depend on y.

In the above we have defined the conditional pmf via the joint
probability distribution. More often than not we will however go the
other way: we will introduce a conditional probability distribution
WY|X and a marginal distribution PX to build up the joint distribution
PXY(x, y) = PX(x)WY|X(y|x). We call WY|X a channel since it gives
us a rule that tells us how to construct a random variable Y, the
channel output, from a random variable X with distribution PX, the
channel input. Channels are the basic object of study in information
theory, and can be defined for discrete alphabets (as is done here) or
continuous alphabets.

Example (Binary symmetric channel). X ∼ Bern(p) is a bit that is sent
over channel and is corrupted by additive noise Z ∼ Bern(ϵ), where X and
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Z are independent. The output of the channel is Y = X⊕ Z. The channel is
fully defined by the conditional distribution PY|X, which we can compute as
follows:

PY|X(y|x) = P[X⊕ Z = y | X = x] = P[Z = y⊕ x | X = x]

= P[Z = y⊕ x] = PZ(y⊕ x) (14)

Hence, the channel can be given as a matrix or pictorially as follows:

What is the distribution of the
channel output, Y, assuming that
X ∼ Bern(p)? Is it also Bernoulli,
and if yes, with what parameter?

x y PY|X
0 0 1− ϵ

1 0 ϵ

0 1 ϵ

1 1 1− ϵ

0

1

0

1

1− ε

1− ε

ε

ε

0.2.3 Expectation and variance

The expectation of a random variable X is defined to be

E[X] =
∫

Ω
X(ω)dP(ω). (15)

Show that the expectation is
linear, i.e. E[aX + b] = aE[X) + b.

This definition has a very precise mathematical meaning in mea-
sure theory, but here we are only interested in two special cases. If X
is a discrete random variable this reduces to the familiar formula

E[X] = ∑
x∈X

xPX(x) . (16)

If X is a continuous random variable with pdf fX(x), we have

E[X] =
∫

R
xpX(x)dx . (17)

Note that the expectation is a statistical summary of the distribution
of X, rather than depending on the realised value of X. If there are
two different models P and Q we need to specify which probability
measure we are using. We only do this when necessary (because the
model is not obvious from context) by adding a subscript EP or EQ.

Check from the above definition
that the variance can also be
expressed as

Var(X) = E[X2]−E[X]2.

Verify that N (x; µ, σ2) indeed has
expectation µ and variance σ2.

If g is a function, the expectation of g(X) is given by

E[g(X)] =
∫

R
g(x)pX(x)dx. (18)

The variance of X is the expectation of g(X) = (X−E[X])2. Thus,

Var(X) = E[(X−E[X])2] =
∫

R
(x−E[X])2 pX(x)dx . (19)

The conditional expectation E[X|Y] can be defined with respect
to PX|Y, but take note that this is actually a random variable as it
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depends on the value of Y (a random variable). To get some intuition,
suppose that Y = {b1, . . . , bm}. Then E[X|Y] is a random variable
taking values E[X|Y = bi], where i = 1, . . . , m, with corresponding
probability P(Y = bi). We see that Y “partitions” the sample space Ω
into different regions, and E[X|Y = bi] is the normalized expectation
of X on the region corresponding to Y = bi. We have

E[X] =
m

∑
i=1

E[X|Y = bi]P(Y = bi) = E[E[X|Y]]. (20)

In some sense, E[X|Y] is the “best” estimator of X you can have,
given knowledge of Y.

0.2.4 Markov chains

Markov chains describe a notion of conditional independence.

Assume X−Y− Z. Show that it is
also true that Z−Y− X.

Let X, Y and Z be rvs. They are said to form a Markov chain in the
order X−Y− Z if their joint distribution PXYZ satisfies

PXYZ(x, y, z) = PX(x)PY|X(y|x)PZ|Y(z|y) (21)

for all (x, y, z) ∈ X × Y ×Z . This the same as saying that X and
Z are conditionally independent given Y.

Markov chains often make an appearance in communication
settings. Consider for example a distribution PX and two channels
WY|X and WZ|Y that are applied in sequence. By the definition above
it is obvious that X−Y− Z form a Markov chain.

If Z is a deterministic function of
Y, show that X−Y− Z is true.

Notice that if we do not assume anything about the joint distribu-
tion PXYZ, then it factorises as

PXYZ(x, y, z) = PX(x)PY|X(y|x)PZ|XY(z|x, y) (22)

so what Markovianty in the order X − Y − Z ensures us is that
PZ|XY(z|x, y) = PZ|Y(z|y), i.e., we can drop the conditioning on X.
In essence all the information that we can learn about Z is already
contained in Y. No other information about Z can be gleaned from
knowing X if we already know Y. Another way of saying this is that
the conditional distribution of X and Z given Y = y factorises as

PXZ|Y(x, z|y) = PX|Y(x|y)PZ|Y(z|y). (23)

If X and Z are conditionally
independent given Y, this does
not imply that X and Z are
marginally independent (in
general). Construct a counterex-
ample.

Notice that this is in direct analogy to the situation where X and
Z are (marginally) independent. Simply set Y to be a deterministic
random variable (with only one possible outcome) to recover the
definition of independence.
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0.3 Tail bounds

In this section, we summarise some bounds on probabilities that we
use extensively in the sequel. More precisely, we are interested in
showing that the probability of a random variable deviating too far
from its expectation value is small.

0.3.1 Markov and Chebyshev bound

We start with the familiar Markov and Chebyshev inequalities.

Proposition 0.3 (Markov’s inequality). Let X be a real-valued non-nega-
tive random variable with pdf pX . Then for any a > 0, we have

P[X > a] ≤ E[X]

a
. (24)

In which step is non-negativity of
X used?

Can you do the proof also for
discrete random variables?

Proof. By the definition of the expectation, we have

E[X] =
∫ ∞

0
xpX(x)dx ≥

∫ ∞

a
xpX(x)dx ≥ a

∫ ∞

a
pX(x)dx = aP[X > a].

(25)

and we are done.

Note that this bound only becomes nontrivial if a exceeds the
expectation value E[X].

If we let X above be the non-negative random variable (X−E[X])2,
we obtain Chebyshev’s inequality.

Proposition 0.4 (Chebyshev’s inequality). Let X be a real-valued ran-
dom variable with mean µ and variance σ2. Then for any a > 0, we have

P
[
|X− µ| > aσ

]
≤ 1

a2 . (26)

Proof. Let X in Markov’s inequality be the random variable g(X) =

(X−E[X])2. This is clearly non-negative and the expectation of g(X)

is Var(X) = σ2. Thus, by Markov’s inequality, we have

P[g(X) > a2σ2] ≤ σ2

a2σ2 =
1
a2 . (27)

Now, g(X) > a2σ2 if and only if |X − µ| > aσ so the claim is proved.
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0.3.2 Weak law of large numbers and Hoeffding’s inequality

We now consider a collection of real-valued random variables that
are independent and identically distributed (i.i.d.). In particular, let
X = (X1, . . . , Xk, . . .) be a sequence of independent random variables
where each individual Xi has distribution P with finite mean µ and
finite variance σ2.

Proposition 0.5 (Weak Law of Large Numbers). Let X as above. Then,
for every ϵ > 0, we have

lim
n→∞

P

[∣∣∣∣ 1n n

∑
i=1

Xi − µ

∣∣∣∣ > ϵ

]
= 0. (28)

I.e., the average 1
n ∑n

i=1 Xi converges to µ in probability.

Note that for a sequence of random variables {Sn}∞
n=1, we say that

this sequence converges to a number b ∈ R in probability if for all ϵ > 0,

lim
n→∞

P
[
|Sn − b| > ϵ

]
= 0. (29)

We also write this as Sn
p−→ b. Contrast this to convergence of

numbers: We say that a sequence of numbers {sn}∞
n=1 converges to a

number b ∈ R if we have limn→∞ |sn − b| = 0.

Proof. Note that it suffices to prove the result for the case where the
Xi have zero mean: if Xi have mean µ, we simply apply the result to
the normalised random variable Xi − µ.

Let 1
n ∑n

i=1 Xi take the role of X in Chebyshev’s inequality. Clearly,
the mean is zero. The variance of X is

Var

(
1
n

n

∑
i=1

Xi

)
=

1
n2 Var

(
n

∑
i=1

Xi

)
=

1
n2

n

∑
i=1

Var(Xi) =
σ2

n
. (30)

Thus, we have

P

(∣∣∣∣ 1n n

∑
i=1

Xi

∣∣∣∣ > ϵ

)
≤ σ2

nϵ2 −→ 0 (31)

as n→ ∞, which proves the claim.

In many cases we can say something more concrete about the
convergence of the probability to zero.

Proposition 0.6 (Hoeffding’s inequality). Let X as above, and further-
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more 0 ≤ Xi ≤ 1 for all i ∈N. Then, for all ϵ > 0 and n ∈N,

P

[∣∣∣∣ 1n n

∑
i=1

Xi − µ

∣∣∣∣ > ϵ

]
≤ 2e−2nϵ2

(32)

The proof is discussed in the homework.

0.3.3 Central limit theorem

We can actually say quite a bit more than the weak law of large
numbers dictates. If the scaling in front of the sum in the statement
of the law of large numbers Proposition 0.5 is 1/

√
n instead of 1/n,

the resultant random variable 1√
n ∑n

i=1 Xi converges in distribution
to a Gaussian random variable. As in Proposition 0.5, let Xn be a
collection of i.i.d. random variables where each Xi is zero mean with
finite variance σ2.

Proposition 0.7 (Central Limit Theorem). For any a ∈ R, we have

lim
n→∞

P

(
1

σ
√

n

n

∑
i=1

Xi < a

)
= Φ(a). (33)

In other words,
1

σ
√

n

n

∑
i=1

Xi
d−→ Z (34)

where d−→ means convergence in distribution and Z is a standard Gaus-
sian random variable.

For a sequence of random variables {Sn}∞
n=1, we say that this se-

quence of random variables converges in distribution to another ran-
dom variable S̄ if

lim
n→∞

P(Sn < a) = P(S̄ < a)

for all a ∈ R. The proof of this statement requires tools that are
outside the scope of these notes, but can be found in any textbook on
probability theory.

0.4 Vector norms and Cauchy-Schwarz inequality

We can naturally interpret pmf’s on an alphabet with d symbols as
row vectors in a d-dimensional inner-product space. Without loss of
generality we take the alphabet to be X = {1, 2, . . . , d} = [d] and
define the vector p ∈ Rd by its elements px = PX(x) for x ∈ [d]. The
inner product is denoted by ⟨·, ·⟩. For two general vectors u, v ∈ Rd,
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it evaluates to

⟨u, v⟩ = uvT =
d

∑
i=1

uivi , (35)

where vT denotes the transpose of the vector v, and is a column
vector. The following inequality is extremely useful.

Proposition 0.8 (Cauchy-Schwarz Inequality). Let u, v ∈ Rd. Then,

|⟨u, v⟩|2 ≤ ⟨u, u⟩⟨v, v⟩ . (36)

with equality iff u = αv for some α ∈ R.

Proof. We observe that

⟨u, u⟩⟨v, v⟩ − |⟨u, v⟩|2 =

(
∑

i
u2

i

)
·
(

∑
i

v2
i

)
−
(

∑
i

uivi

)2

(37)

=
1
2 ∑

i,j
u2

i v2
j + u2

j v2
i − 2uiviujvj

=
1
2 ∑

i,j

(
uivj − ujvi

)2 ≥ 0 . (38)

Equality can only hold if uivj = ujvi for all pairs (i, j), which only
holds if ui = αvi for some constant α.

On these vector spaces we can also define p-norms for p ≥ 1 as

∥u∥p =

(
d

∑
x=1
|ux|p

) 1
p

(39)

We will encounter the 1-norm and the 2-norm, the latter being the
usual Euclidian norm of the vector, i.e. ∥u∥2 =

√
⟨u, u⟩. The follow-

ing variant of the Cauchy-Schwarz inequality will be of use later.

Using the above, show that

∥u∥1 ≤
√

d∥u∥2

for any u ∈ Rd.

Corollary 0.9. Let u, v ∈ Rd. Then,

∥u · v∥1 ≤ ∥u∥2∥ ∥v∥2 , (40)

where · is the element-wise product of the vectors, i.e. (u · v)i = uivi.

Proof. Define k ∈ Rd using ki = sgn(uivi), where sgn is the modified
sign function, i.e.

sgn(x) =

−1 if x < 0

1 if x ≥ 0
. (41)
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We then have ⟨k · u, v⟩ = ∑d
x=1 |uivi| = ∥u · v∥1. Moreover, since

sgn(x)2 = 1 for all x ∈ R, the Cauchy-Schwarz inequality yields∣∣⟨k · u, v⟩
∣∣ ≤ √⟨k · u, k · u⟩⟨v, v⟩ = ∥u∥2∥v∥2 , (42)

concluding the proof.

0.5 Convexity and Jensen’s inequality

A function f (x) is said to be convex on [a, b] if for all x, y ∈ [a, b]
and λ ∈ [0, 1], we have

f (λx + (1− λ)y) ≤ λ f (x) + (1− λ) f (y). (43)

If no interval is given the function is convex on its full domain.

It is always useful to keep an image of
a concave (e.g., log) and a convex (e.g.,
exp) in the back of your mind. It allows
you to quickly determine in which
direction Jensen’s inequality (see below)
goes, for example.

For example, the statement log(x) is concave should be under-
stood as log(x) is concave on (0, ∞).

The function f is strictly convex if equality in (43) holds only if
λ = 0 or 1, or x = y. The function f is concave if − f is convex, and
strictly concave if − f is strictly convex.
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Figure 0.1: Examples of concave (upper
line) and convex (lower line) functions.
The straight line between two points of
the curve is either below or above the
plot of the function, which is exactly
what the definition requires.

Jensen’s inequality is a direct result from our definition of convex-
ity. It relates the value of a convex function f at the point E[X] with
the expectation value of f (X).

Proposition 0.10 (Jensen’s inequality). If f (x) is convex and X is a
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random variable on R, then

f (E[X]) ≤ E[ f (X)] (44)

We only give a proof for discrete distributions here.

Proof. We give a proof by induction. Due to convexity, we have

p1 f (x1) + p2 f (x2) ≥ f (p1x1 + p2x2), (45)

which proves the statement if |X | = 2.
Suppose the statement E[ f (X)] ≥ f (E[X]) is true when |X | = k− 1.

Then consider a pmf with k mass points {p1, p2, . . . , pk}. Define
another pmf on k− 1 points given by the probabilities

p′i =
pi

1− pk
, i = 1, . . . , k− 1 . (46)

We then have

k

∑
i=1

pi f (xi) = pk f (xk) + (1− pk)
k−1

∑
i=1

p′i f (xi) (47)

≥ pk f (xk) + (1− pk) f

(
k−1

∑
i=1

p′ixi

)
(48)

≥ f

(
pkxk + (1− pk)

k−1

∑
i=1

p′ixi

)
(49)

= f

(
k

∑
i=1

pixi

)
(50)

where the first inequality is from the induction hypothesis and the
second by convexity (of two points). By the definition of expectation
we have E[ f (X)] ≥ f (E[X]).

In the homework you will show the following lemma, which will
be needed to show the result below.

Lemma 0.11. If f is convex on [a, b], then for any a ≤ x1 < x2 ≤ x3 <

x4 ≤ b, we have

f (x2)− f (x1)

x2 − x1
≤ f (x4)− f (x3)

x4 − x3
(51)

Often it is hard to check convexity directly. But for twice differen-
tiable functions, this is easy.

Proposition 0.12. Let f : [a, b]→ R be twice differentiable. The func-
tion f is convex if and only if f ′′(x) ≥ 0 for all x ∈ (a, b). Moreover,
f is strictly convex if f ′′(x) > 0 for all x ∈ (a, b).
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Use this result to show that the
function

f1 : t 7→ log(t)

is concave and the function

f2 : t 7→ t log(t)

is convex.

Proof. We first prove the latter statement. Assume f ′′(x) > 0 for all
x ∈ [a, b]. By Taylor expansion of f around x0 ∈ (a, b), we have

f (x) = f (x0) + f ′(x0)(x− x0) +
f ′′(x∗)

2
(x− x0)

2 (52)

where x∗ ∈ [x0, x]. By assumption f ′′(x∗) > 0 so the quadratic term
is strictly positive unless x = x0, in which case it is still non-negative.
Now let x0 = λx1 + (1− λ)x2. Further let x = x1. Then we have

f (x1) ≥ f (x0) + f ′(x0)((1− λ)(x1 − x2)). (53)

Now let x = x2. Then we have

f (x2) ≥ f (x0) + f ′(x0)(λ(x2 − x1)). (54)

Both of these inequalities are strict unless λ ∈ {0, 1} or x1 = x2.
Multiplying the first inequality by λ and the second by 1− λ and
adding them up, we recover the definition of strict convexity. If we
instead had assumed only f ′′(x) ≥ 0 the same argument would
ensure convexity (but no longer strict convexity).

For the other direction, choose a < x1 < x2 < x3 < x4 < b. By the
property shown in Lemma 0.11,

f (x2)− f (x1)

x2 − x1
≤ f (x4)− f (x3)

x4 − x3
(55)

Now let x2 ↘ x1 and x3 ↗ x4. We see that f ′(x1) ≤ f ′(x4), and since
these were arbitrary points, f ′ is increasing on (a, b). So f ′′(x) ≥ 0 for
all x ∈ (a, b).



1
Information measures

Intended learning outcomes:

• You can compute the entropy and conditional entropy for any discrete random variable and understand
the basic properties of these two quantities, e.g. you can apply the chain rule or sub-additivity.

• You can compute mutual information and now how it relates to entropy and conditional entropy. You
can apply the data-processing inequality for mutual information.

• You can compute the relative entropy and understand how entropy and mutual information can be ex-
pressed in terms of the relative entropy.

Book reference: Chapter 2 in Cover & Thomas1, but we are not 1 T. M. Cover and J. A. Thomas. El-
ements of Information Theory. Wiley,
1991. ISBN 9780471748823. doi:
10.1002/047174882X

following it too closely.

1.1 Surprisal and entropy

It is not immediately clear how to model our intuitive notion of
“information” in a mathematical language. In this chapter we take a
somewhat axiomatic approach to information measures, i.e. we try
to build them up from our intuitive understanding of what entropy
and information should be. But we will only really be able to justify
the choices we make here once we start analysing practical problems
in information theory, and see that the quantities we derive and
investigate here pop up again and again as solutions.

1.1.1 Surprisal

It turns out to be fruitful to start not by finding an expression for the
information contained in a random variable, but rather the lack of
information, or uncertainty inherent in a random experiment. Let us
consider a discrete random variable X taking values in X following
the pmf PX(x) = px. How surprised are we to see a particular
outcome x ∈ X of this random experiment? Clearly this depends
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on the probability px and not the value of x itself. In fact, we do not
even need to know what X really is. On the one hand, if px = 1
we are not surprised at all since we already knew that we would
see x. On the other hand, the smaller px is the more surprised we
are to see this particular outcome. If px = 0 we will never see x, so
our surprise when seeing it anyway would be literally off the scale.
Furthermore — and this turns out to be a very convenient choice — if
we do a random experiment twice independently and both times
observe x, we say that we will be twice as surprised as if we had seen
x once in a single random experiment.

The above notions can be formalised, and that is essentially what
Shannon did when he introduce the notion of surprisal. Let us de-
note the surprisal of x as s(px). We want this function to satisfy the
following three conditions:

1. Monotonicity: s(px) = 0 if px = 1 and s(px) increases monotoni-
cally as px decreases.

We do not really need the condi-
tion s(px) = 0 if px = 1 under
Point 1 as it follows directly from
additivity. Can you see how?

2. Additivity: The surprisal of seeing a pair of outcomes of inde-
pendent random experiments is simply the sum of the individual
surprisals, i.e. s(px py) = s(px) + s(py).

3. Normalisation: s( 1
2 ) = 1

It turns out that the only positive function that satisfies the first
two is the logarithm. To show this one uses a result by Erdös that
characterises additive functions, but that is beyond the scope here.
We therefore pick

s(px) = log
1
px

. (1.1)

where the logarithm is taken to base 2 (as everywhere in these notes)
so that the normalisation requirement is satisfied.

We can see the surprisal as another random variable, say S, that
takes the value s(px) = log 1

px
with probability px. Since S = S(X) is

a function of X we usually simply write this new random variable as

S(X) = log
1

PX(X)
. (1.2)

1.1.2 Entropy

Entropy measures how much we can learn by looking at the outcome
of a random experiments, or, in other words, how much uncertainty
there is about the outcome. It is simply the expected surprisal of X.
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Given a discrete random variable X, the entropy of X is defined as

H(X) := E[S(X)] = E

[
log

1
PX(X)

]
= ∑

x∈X
px log

1
px

(1.3)

Verify that ϵ log ϵ→ 0 as ϵ→ 0.
Here and throughout we use the convention that 0 log 0 = 0.

This is reasonable since limϵ→0 ϵ log ϵ = 0, and thus we simply
continuously extend the function to the point 0.

Note again that the entropy X is really only a function of the pmf
of X, and in particular independent of the alphabet X , in contrast to
potential alternative uncertainty measures like the variance of X.

Can you find an expression
for Var[S(X)] in terms of the
probabilities px?

Sometimes we are interested in more than just the expected sur-
prisal. The minimum surprisal, or min-entropy, for example, has
applications in cryptography (see Chapter 3) and the variance of
S(X) has itself operational meaning in many information-theoretic
problems when we go beyond first order asymptotics.

Now let us explore the entropy a bit. First we want to show the
following basic property.

Proposition 1.1. Let X be a discrete random variable taking values in
X . We have

H(X) ≥ 0, (1.4)

with equality if and only if X is deterministic.

Proof. Since px ≤ 1, we have log 1
px
≥ 0 for every x ∈ X , so the

expectation of this quantity over x must be non-negative too. In fact,
log 1

px
equals 0 if and only if px = 1 and hence H(X) = 0 only if

there exists an x ∈ X for which px = 1, which is the hallmark of a
deterministic rv.

The entropy is a strictly concave function of the probability mass
function PX . To see this, we first verify that f (t) = t log 1

t = −t log t is
concave on (0, 1) by taking its second derivative:

f ′(t) = − log t− log e, f ′′(t) = − log e
t

. (1.5)

Since the latter is always negative for t ∈ (0, 1), the function is indeed
strictly concave according to Lemma 0.12. Now since the entropy is
simply the sum ∑x∈X f (px) it is indeed a strictly concave function of
the pmf. This simple property, together with Jensen’s inequality, has
profound implications. The first one is that the entropy has a unique
maximum. Intuitively we would want that entropy is maximal when
uncertainty about the outcome is greatest, namely when the rv is
uniformly distributed. And this is indeed the case.
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Proposition 1.2. Let X be a discrete random variable taking values in
X . We have

H(X) ≤ log |X |, (1.6)

with equality if and only if X is uniformly distributed.

The general case will be covered in the homework but here we
give a proof for the case when the set X is a bit, i.e. when the ran-
dom variable is binary.

Proof for X = {0, 1}. It is easy to verify by a simple computation
that H(X) = 1 for a uniformly distributed random variable, so
the difficulty is only in showing that this is the maximum and only
achieved for the uniform distribution.

Let now {p, 1− p} for p ∈ [0, 1] be a general pmf for the random
variable X. We use the function f (t) = −t log t to simplify notation.
Then we can write

H(X) = f (p) + f (1− p) (1.7)

=
1
2
( f (p) + f (1− p)) +

1
2
( f (p) + f (1− p)) (1.8)

≤ f
(

1
2

p +
1
2
(1− p)

)
+ f

(
1
2

p +
1
2
(1− p)

)
(1.9)

= f
(

1
2

)
+ f

(
1
2

)
(1.10)

= 1 . (1.11)

The inequality is due to Jensen’s inequality and the strict concavity
of f , and equality holds only if p = 1− p = 1

2 , i.e. when the random
variable X follows the uniform distribution.

Concavity in fact has even stronger consequences, and we will
show a few additional properties of entropy later on using it.
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Figure 1.1: The binary entropy function.

Example. The simplest example of a random variable is the Bernoulli random
variable X ∼ Bern(p) with X = {0, 1} and PX(0) = p for p ∈ [0, 1]. The
entropy of the Bernoulli random variable is called the binary entropy,

H(X) = p log
1
p
+ (1− p) log

1
1− p

=: h(p) . (1.12)

From the plot we can easily verify all the properties we discussed above.

Show that h(p) = h(1− p).
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1.2 Conditional entropy, and mutual information

1.2.1 Joint entropy

Find an example for which
H(XY) = H(X) = H(Y) = 1.

For two discrete random variables X and Y with joint pmf PXY(x, y) =
pxy we can simply consider (X, Y) as one single random variable and
use the same construction to define the surprisal of a tuple (X, Y) as
S(X, Y) = − log PXY(X, Y). Its expectation is the joint entropy, H(XY),
given by

H(XY) := E[S(X, Y)] = ∑
x∈X

∑
y∈Y

pxy log
1

pxy
(1.13)

The first thing to note is that — if X and Y are independent — then
pxy = px · py and thus the expression simplifies to

H(XY) = ∑
x∈X

∑
y∈Y

pxy log
1

px py
(1.14)

= ∑
x∈X

∑
y∈Y

pxy log
1
px

+ log
1
py

(1.15)

= ∑
x∈X

px log
1
px

+ ∑
y∈Y

py log
1
py

(1.16)

= H(X) + H(Y) . (1.17)

This is not true in general though if the two random variables are
correlated.

1.2.2 Conditional entropy

So why do these entropies not just add up? Fundamentally, this is
because once we learn X we might not be so surprised seeing some
particular outcomes of the random variable Y anymore. In fact, in
the most extreme case, we have Y = f (X) for some function f ; hence,
once we know that X takes on the value x, we can immediately
deduce that Y will take on the value f (x) with probability one, and
thus there is no surprisal anymore! We model this “conditional
suprisal” using the conditional pmfs, PY|X(y|x) = py|x, which leads
us to conditional entropy.

The conditional entropy of Y given X is defined as

H(Y|X) = E

[
log

1
PY|X(Y|X)

]
= ∑

x∈X
∑

y∈Y
pxy log

1
py|x

. (1.18)

This can be interpreted as the expectation of the entropy of Y over all
outcomes X. We sometimes use the notation H(Y|X = x) = H(Yx)
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to denote the entropy of the random variable Yx that follows the
pmf {py|x}y∈Y , i.e., the pmf of Y when we already know that X = x.
Using this and the expression in (1.18) we can write the conditional
entropy as

H(Y|X) = ∑
x∈X

∑
y∈Y

pxy log
1

py|x
(1.19)

= ∑
x∈X

px ∑
y∈Y

py|x log
1

py|x
(1.20)

= ∑
x

px H(Y|X = x) . (1.21)

The last line which expresses the conditional entropy in terms of
an average of (unconditional) entropies is particularly useful since
it allows us to immediately conclude that the conditional entropy is
also bounded from below and above, like the entropy. We thus have

0 ≤ H(Y|X) ≤ log |Y| . (1.22)

Moreover, our definition of conditional entropy also allows us to
establish a chain rule for the conditional entropy, which sometimes is
in fact used as the definition of conditional entropy itself. This rule is
very useful because it allows us to write the joint entropy as a sum of
its parts, even if the two random variables are not independent.

Proposition 1.3 (Chain Rule). We have H(XY) = H(X) + H(Y|X).

Show that H(Y|X) = H(Y) for in-
dependent random variables. Us-
ing the chain rule, find a different
proof that H(XY) = H(X) + H(Y)
in this case.

Proof. We take advantage of pxy = px py|x to write

H(XY) = ∑
x∈X

∑
y∈Y

pxy log
1

pxy
(1.23)

= ∑
x∈X

∑
y∈Y

pxy log
1
px

+ ∑
x∈X

∑
y∈Y

pxy log
1

py|x
(1.24)

= ∑
x∈X

px log
1
px

+ ∑
x∈X

∑
y∈Y

pxy log
1

py|x
(1.25)

= H(X) + H(Y|X) . (1.26)

Now we have put everything in place to show our first entropic
inequality, which relates the entropy of two random variables with
their joint entropy. This result shows the sub-additivity of entropy.
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Proposition 1.4 (Sub-Additivity). Let X and Y be two discrete random
variables. Then

H(XY) ≤ H(X) + H(Y) , (1.27)

or, equivalently, H(X|Y) ≤ H(X). Equality holds in either statement
if and only if X and Y are independent.

Proof. The equivalence of the two relations follows directly from
the chain rule, we thus only need to show the second statement.
We already know from Eq. (1.17) that equality hold if X and Y are
independent. It remains to show that the inequality holds, and that it
holds with equality only if X and Y are independent.

We start with Eq. (1.21), which states that

H(Y|X) = ∑
x

px H(Y|X = x) (1.28)

= ∑
x

px ∑
y

py|x log
1

py|x
(1.29)

= E

[
∑
y

py|X log
1

py|X

]
(1.30)

Note that sum inside the expectation is simply another expectation,
as in the definition of entropy — but since we only want to apply
Jensen’s inequality on the outer expectation we spell this one out
explicitly. Moreover, by definition of the conditional pmf we have
E[py|X ] = ∑x px py|x = ∑x pxy = py. Hence, using concavity of the
entropy as a function of the pmf and Jensen’s inequality for the outer
expectation, we find

H(Y|X) = E

[
∑
y

py|X log
1

py|X

]
(1.31)

≤∑
y

(
E[py|X ]

)
log

1
E[py|X ]

(1.32)

= ∑
y

py log
1
py

(1.33)

= H(Y) . (1.34)

Equality in Jensen’s inequality only holds if either X is deterministic
or if py|x = py for all x and y, but this only holds if X and Y are in
fact independent.

The second relation in Eq. (1.27) can be strengthened by consider-
ing three random variables X, Y and Z. In that case, we have

H(X|YZ) ≤ H(X|Z) . (1.35)
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This is sometimes referred to as strong sub-additivity. The proof
follows from (regular) sub-additivity, applied to the entropies
H(X|Y, Z = z) and H(X|Z = z), and averaging the resulting in-
equalities.

Complete this argument to a
formal proof.1.2.3 Mutual information

We have already established that H(XY) ̸= H(X) + H(Y) in general,
and hence also H(Y|X) ̸= H(Y) by the chain rule. The difference
between these two quantities clearly tells us something about how
much the uncertainty about Y changes when we learn X, or in other
words, about how much information X contains about Y. This leads
us to the definition of mutual information,

The mutual information between X and Y is defined as

I(X : Y) := H(Y)− H(Y|X) (1.36)

It is not evident immediately from the way we defined it here but
this expression is symmetric between X and Y. Namely, using the
chain rule for conditional entropy (recall Proposition 1.3) twice, we
can write

I(X : Y) = H(Y)− H(Y|X) = H(Y) + H(X)− H(XY)

= H(X)− H(X|Y) . (1.37)

The mutual information is thus a symmetric measure of the correla-
tion between the two random variables.

Using the bounds on entropies es-
tablished in the previous sections,
show that

I(X : Y) ≤ log min{|X |, |Y|}.
Give an example that saturates
the bound.

Using these various equivalent expressions it is then easy to
derive some bounds on the mutual information. First, sub-additivity
of the entropy directly implies that I(X : Y) ≥ 0, so the mutual
information is non-negative, and it vanishes if and only if the two
random variables are independent (a consequence of Proposition 1.4).
This is consistent with our intuitive notion of information — we
cannot know less than nothing after all! We also cannot know more
than everything, i.e. the mutual information can never exceed the
entropy of any of its constituent parts.

Example. Consider two binary random variables X and Y with joint pmf

PXY(0, 0) = PXY(1, 1) =
1
4
(1 + r),

PXY(0, 1) = PXY(1, 0) =
1
4
(1− r) (1.38)

for r ∈ [−1, 1]. We can compute the mutual information between X and Y

You might have heard of the
correlation coefficient in statistics:

ρ =
E[(X−E[X])(Y−E[Y])√

Var(X)Var(Y)
.

Can you determine ρ as a func-
tion of r?

as follows:

I(X : Y) = H(X)− H(X|Y) = 1− h
(

1 + r
2

)
(1.39)
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So this function takes its maximum value at r = −1 and r = 1 and drops to
zero for r = 0.

If we have three random variables X, Y and Z we can ask for the
mutual information between X and Y conditioned on knowing Z, the
conditional mutual information. It is defined as

I(X : Y|Z) := ∑
z

PZ(z)I(X : Y|Z = z) . (1.40)

Various equivalent expressions can then be readily derived, e.g.,

I(X : Y|Z) = H(Y|Z)− H(Y|XZ) = H(X|Z)− H(X|YZ) . (1.41)

Moreover, the chain rule for the mutual information states that

Verify Eqs. (1.41) and (1.42) using
the definition in Eq. (1.40).

I(X : YZ) = I(X : Y) + I(X : Z|Y) , (1.42)

which can be verified by a close inspection of the definition of both
conditional and unconditional mutual information.

On the one hand, consider the case where X−Z−Y form a Markov
chain. In this case PX|YZ = PX|Z and thus H(X|YZ) = H(X|Z). As
a consequence, the conditional mutual information I(X : Y|Z) as
written in (1.41) vanishes. On the other hand, if I(X : Y|Z) = 0 then
we must have that I(X : Y|Z = z) = 0 for every z with PZ(z) > 0
according to our definition in (1.40). Hence, PXY|Z=z = PX|Z=zPY|Z=z
is independent according to Prop. 1.4. This means that X− Z−Y must
be a Markov chain. We summarise this in the following proposition:

Proposition 1.5. The following two conditions are equivalent: a) X−
Z−Y form a Markov chain, and b) I(X : Y|Z) = 0.

One of the most intriguing properties of the mutual information
is the data-processing inequality (DPI) for mutual information. It states
that the mutual information can never increase when we apply an
operation that only acts on one of the parts. Intuitively this tells us
that by manipulating one of the random variables without looking at
the other we cannot increase the correlations between the pair.

We can formalise this using the notion of Markov chains. Recall that for any random variables X
and Y and any channel W from Y to Z,
the resulting random variables form a
Markov chain X−Y− Z.Proposition 1.6 (DPI for Mutual Information). Let X−Y− Z be a

Markov chain. Then, I(X : Y) ≥ I(X : Z).

Can you also show that

I(Y : Z) ≥ I(X : Z)

under the same assumption?

Proof. Since I(X : Z|Y) = 0, the chain rule for mutual information
implies that I(X : Y) = I(X : YZ). It thus remains to show that

I(X : Z) ≤ I(X : YZ) . (1.43)
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But, since I(X : Z) = H(X) − H(X|Z) and I(X : YZ) = H(X) −
H(X|YZ), the relation in Eq. (1.43) is equivalent to the condition
H(X|Z) ≥ H(X|YZ), which is in turn ensured by the strong sub-
additivity of entropy.

1.3 Relative entropy

The relative entropy, often referred to as Kullback-Leibler divergence,
appears when we want to compare two different probability distribu-
tions. We define it here only for discrete random variables (or rather
the respective pmfs). This can be generalised to general probability
measures using the notion of Radon-Nikodyn derivatives, but this is
outside our scope.

Let P and Q be two pmfs on an alphabet X . The relative entropy of
P with regards to Q is defined as

D(P∥Q) := ∑
x∈X

P(x)>0

P(x) log
P(x)
Q(x)

. (1.44)

if P(x) > 0 =⇒ Q(x) > 0 for all x ∈ X , and as D(P∥Q) = +∞
otherwise.

In the following, instead of restricting the sum, we will use the
convention that 0 log 0

0 = 0. Example. Consider two Bernoulli
distributions P = Bern(p) and Q =
Bern(q). Then the relative entropy
evaluates to

D(P∥Q) = p log
p
q
+ (1− p)

1− p
1− q

.

What values does the random
variable Z take in the above exam-
ple, and with what probability?

We can alternatively see the relative entropy as the expectation
value of the log-likelihood ratio, namely we can write

D(P∥Q) = E [Z(X)] , where Z(X) = log
P(X)

Q(X)
(1.45)

and X is distributed according to P. The random variable Z(X) is
called the log-likelihood ratio. It takes on the role of the surprisal
in the definition of entropy. We will explore this random variable
and its distribution much more when we discuss the information
spectrum method and hypothesis testing later on.

Just by manipulating the definition, we are able to show the follow-
ing equivalences.

Proposition 1.7. Let X and Y be random variables on alphabets X and
Y . Moreover, let U be a uniform random variable on X . Then the follow-
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ing relations are true:

H(X) = log |X | − D(PX∥UX) (1.46)

H(X|Y) = log |X | − D(PXY∥UX × PY) (1.47)

I(X : Y) = D(PXY∥PX × PY) . (1.48)

Can you express the conditional
mutual information I(X:Z|Y) in
terms of the relative entropy?

You will prove these equivalences in the homework. They turn
out to be very useful because they essentially tell us that once we
established properties of the relative entropy this has immediate
consequences also for the derived quantities.

We will need two important properties of the relative entropy.
The first proposition establishes that the relative entropy is always
positive.

Proposition 1.8. For any two pmfs P and Q, we have D(P∥Q) ≥ 0
with equality if and only if P = Q.

Proof. We can assume without loss of generality that the quantity is
finite, as otherwise the statement is trivially true. We first note that
x 7→ − log x is strictly convex. Hence,

D(P∥Q) = ∑
x:P(x)>0

P(x) log
P(x)
Q(x)

(1.49)

= ∑
x:P(x)>0

P(x)
(
− log

Q(x)
P(x)

)
(1.50)

≥ − log

 ∑
x:P(x)>0

P(x)
Q(x)
P(x)

 (1.51)

= − log

 ∑
x:P(x)>0

Q(x)

 (1.52)

≥ − log

(
∑
x

Q(x)

)
= 0 . (1.53)

Equality in the second inequality only holds if P and Q have the
same support. Moreover, equality in the first inequality holds if
Q(x)
P(x) is independent of x for any x in the support of P. These two
statements are both true only if P(x) = Q(x) for all x ∈ X , and thus
P = Q.

Can you prove this?
An immediate corollary of Propositions 1.7 and 1.8 is that I(X : Y)

is positive and zero if and only if X and Y are independent.
Finally, there is one property of the relative entropy that, in con-

junction with Prop. ??, implies most other properties of entropy,
conditional entropy and mutual information. It states that applying



34 information theory and its applications

a noisy operation, i.e. a stochastic map or channel, on both argu-
ments of the relative entropy will never increase it. Together with
the positivity of relative entropy this justifies that we think of it as a
measure of similarity or distinguishability. If the relative entropy is
small the two pmfs are similar and hard to distinguish by observing
the outcomes of a random experiment. Observing the outcomes after
further noise has been applied should make distinguishing them
even harder, and that is exactly what the data-processing inequality for
relative entropy tells us.

Proposition 1.9 (DPI for Relative Entropy). Let PX and QX be two
pmfs on an alphabet X (the input distributions), and let WY|X be a chan-
nel (a conditional pmf). Define the marginals (the output distributiions)

PY(y) = ∑
x∈X

WY|X(y|x)PX(x) and

QY(y) = ∑
x∈X

WY|X(y|x)QX(x) . (1.54)

Then, the data-processing inequality (DPI) states that

D(PX∥QX) ≥ D(PY∥QY) . (1.55)

Proof. Consider the joint distributions PXY(x, y) = WY|X(y|x)PX(x)
and QXY(x, y) = WY|X(y|x)QX(x), using the usual shorthand nota-
tion for conditional and marginal distributions. We first show that

D(PXY∥QXY)− D(PY∥QY) =

(
∑
x,y

pxy log
pxy

qxy

)
−
(

∑
y

py log
py

qy

)
(1.56)

= ∑
x,y

pxy

(
log

pxy

qxy
− log

py

qy

)
(1.57)

= ∑
y

py ∑
x

px|y log
px|y
qx|y

(1.58)

= ∑
y

py D(PX|Y=y∥QX|Y=y) ≥ 0 , (1.59)

where we have used the positivity of relative entropy in the last step.
Similarly, we have

D(PXY∥QXY)− D(PX∥QX) = ∑
x

px D(PY|X=x∥QY|X=x) = 0 (1.60)

since QY|X = PY|X = WY|X by construction of the joint distribution.
Combining Eqs. (1.56)–(1.59) and (1.60) yields the desired inequality.

It turns out that all the properties of entropy, conditional entropy
and mutual information we discussed previously can be derived
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form the DPI. As an example we give here a strengthening of the
strong sub-additivity, which we call the data-processing inequality
for conditional entropy. It intuitively states that any processing of the
side information can at most increase the conditional entropy.

Corollary 1.10 (DPI for conditional entropy). Let PXY be a joint pmf
and WZ|Y a channel. Define

PXZ(x, z) = ∑
y

PXY(x, y)WZ|Y(z|y) . (1.61)

Then, we have H(X|Y) ≤ H(X|Z).

Proof. Let us express the inequality in terms of relative entropies
using Proposition 1.7. This reads

log |X | − D(PXY∥UX × PY) ≤ log |X | − D(PXZ∥UX × PZ) . (1.62)

or simply D(PXY∥UX × PY) ≥ D(PXZ∥UX × PZ). But this is imply the
DPI applied to the channel WZ|Y that happens to leave X untouched.





2
Source coding

Intended learning outcomes:

• You can determine if a code is instantaneous and if the codeword lengths are optimal using the McMil-
lan-Kraft inequality.

• You can evaluate the quality of a variable-length code by comparing it to the fundamental limits.
• You can construct a Huffman code for any discrete source, and understand the algorithm and its prop-

erties.
• You understand the mathematical model used to study block codes asymptotically, and can compute

the code rate.
• You understand Fano’s inequality and typical sets and how they can be used to derive the fundamen-

tal limits of compression.

Book reference: Chapter 5 in Cover & Thomas1. 1 T. M. Cover and J. A. Thomas. El-
ements of Information Theory. Wiley,
1991. ISBN 9780471748823. doi:
10.1002/047174882X

2.1 Problem setup and definitions

In this chapter we are concerned with removing redundancy. In the
first section we will introduce the formal mathematical model we use
to investigate source coding, or compression.

2.1.1 Data source

We are given data as a sequence of symbols, for example these could
be numbers, letters, colours of pixels, etc., and we would like to
store that data in a (preferably short) sequence of bits. (We could
generalise to larger alphabets, but conceptually nothing changes so
we restrict ourselves to bits here to simplify presentation.) We start by
formally defining what we mean by a data source, or simply source in
the remainder of this chapter.
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A data source is an infinite sequence of random variables

X = X1, X2, . . . , Xk, . . . . (2.1)

• A source is called discrete if the random variables are discrete, i.e.
if the source outputs in each iteration i ∈ N values from a fi-
nite set X .

• A source is furthermore called memoryless if the Xi are indepen-
dent and identically distributed (i.i.d.) according to the same pmf
PX , i.e., if we have

PX1X2 ...Xk ...(x1, x2, . . . , xk, . . .) = PX(x1)PX(x2) . . . PX(xk) . . . .
(2.2)

Memoryless here refers to the fact that the distribution of Xi does
not depend on the value of Xi−1 or any other symbol in the sequence,
or, formally, PXi |X1X2 ...Xi−1

= PXi = PX. We will not consider sources
that output continuous values in this module.

Can you see why we cannot ex-
pect to store and perfectly recover
a continuous variable using finite
(digital) memory?

For most of our theoretical analysis, we will consider a discrete
memoryless source (DMS). An example of such a source is the se-
quence of face values one gets by throwing the same (fair or unfair)
die repeatedly. Generally, the assumption that a source is memoryless
is simplifying the analysis but in fact most sources do not satisfy
this exactly. For example, think of a book (written in English) as a
sequence of letters and a source reproducing them one by one. If
Xi−1 = ‘q’, then Xi = ‘u’ with much higher probability than the
frequency of ‘u’ in English text would otherwise suggest. Hence, this
source is far from memoryless and the corresponding distribution
of the random variable is not i.i.d.. Nonetheless, understanding the
simple case of discrete memoryless sources properly will allow us
to get an intuition for more loosely structured sources as well. Vari-
ous more complicated models of sources have been analysed in the
literature.

2.1.2 Source codes

Next we introduce source codes, or simply codes for the remainder of
this chapter. We say that a bit string is a prefix of

another bit string if the latter starts with
the former, e.g. ‘01’ is a prefix to ‘0100’.A source code is a map e and that maps outputs of the source x ∈

X to bit strings of variable length, C(x) ∈ {0, 1}∗. We denote by
ℓ(x) the length of the codeword C(x).

• A code is called a fixed-length code if ℓ(x) = ℓ is constant, oth-
erwise it is called a variable-length code.
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(N) A code is called non-singular if C is injective, i.e. if every x ∈ X
is mapped to a unique bit string.

(P) A code is called a prefix code if for any pair x, x′ ∈ X with x ̸=
x′, the codeword C(x) is not a prefix of the codeword C(x′).

(U) A code is uniquely decodable if there exists a decoder that, for any
n ∈ N and any sequence xn ∈ X n, can uniquely recover xn

from the bit string C(x1)C(x2) . . . C(xn).

(I) A code is instantaneous if it is uniquely decodable and if the de-
coder can deduce the k-th symbol xk as soon it has seen the bit
string C(x1)C(x2) . . . C(xk)C(xk+1) . . . up to and including all of
C(xk), even if there is no guarantee that the string is complete.

Let us note that the codes we consider here are not as general as
they could be. In fact, we could also consider codes that take a vari-
able length sequence of input symbols to a codeword (of either fixed
or variable length). Such codes are in fact often used in practical
applications. A prominent example is the Lempel–Ziv–Markov al-
gorithm for lossless compression, which uses a dictionary to replace
often reoccurring variable-length sequences with shorter codewords.

Let us now discuss some of the interrelations between all these
code properties. Clearly, any uniquely decodable code is non-singular
by definition. However, we observe that not every non-singular code
is uniquely decodable. Consider a code on X = {0, 1, 2, 3} that yields
the binary representation

C(0) = 0, C(1) = 1, C(2) = 10, C(3) = 11 . (2.3)

This code is non-singular but not a prefix code. The codeword string
110 could either be produced by the source sequence (3, 0), by (1, 2)
or even by (1, 1, 0), so there is no way for a decoder to distinguish
between these three cases.

Proposition 2.1. A code is instantaneous if and only if it is a prefix code

Proof. We first show that a prefix code is instantaneous by construct-
ing a decoder. The decoder will read the sequence C(x1)C(x2) . . .
bit by bit. Once C(x1) is fully read we can immediately deduce that
the first source symbol was x1 since C(x1) cannot be a prefix for a
longer codeword. Similarly, with this rule in mind, since there is no
other codeword that is a prefix to C(x1) we can be assured that this
is indeed the first symbol we will decode. The same procedure con-
tinues for the remainder of the string with C(x2)C(x3) . . .. We know
where every codeword ends and can decode them individually and
instantaneously.
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To verify the other direction, simply note that if a decoder can
decide instantly once it has seen the codeword C(x) this implies that
C(x) cannot be a prefix to any other codeword C(x′). Since this is
true for any x ̸= x′, the code must be a prefix code.

Thus, any prefix code is uniquely decodable. However, the con-
verse is not true in general, i.e. not every uniquely decodable code is
a prefix code. Consider as an example the code

C(‘a’) = 1, C(‘b’) = 10, C(‘c’) = 00 . (2.4)

After seeing 10 we cannot decide if the first symbol was ‘a’ or ‘b’

Can you come up with a formal
decoder for this code?

even though we have seen the full codeword of the first symbol,
hence this code is not instantaneous. However, once we have seen a
full sequence of codewords, for example 100, we can decode uniquely
by looking at the parity of the number of 0’s between two 1’s.

Codes can be conveniently represented by binary trees. Binary
trees are connected graphs without cycles (trees) where each node
(except the root) has exactly one parent and either zero (in which
case it is called a leaf) or two children. The two branches emanating
from the root and each node are assigned values ‘0’ or ‘1’ and code-
words are composed by following a path from the root to a node.

Figure 2.1: Example of a code tree. The
codewords at the leaves are composed
of the symbols associated with the
edges on the path from the root to the
leaf.

The codeword length is equivalent to the depth (i.e. the distance
from the root) of the node in the three. For a fixed-length code all the
codewords are at the same depth (or level) of the tree. A code is a
prefix code if and only if all the codewords are on leaves of the tree.

Can you see why this is the case?
The next two sections will be devoted to variable-length and fixed-

length block codes (defined later), respectively.

2.2 Variable-length codes

Before we discuss particular codes, we first want to establish some
fundamental limits all codes need to satisfy.
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2.2.1 Optimal codeword lengths

The Kraft inequality gives a lower bound on the lengths of code-
words in any instantaneous code. It is the first fundamental limit we
will establish, it shows us that no code with shorter codeword lengths
can exist, and thus if a code achieves equality in (2.5) we know it
is optimal in this regard. We present a slightly more general result,
the MacMillan–Kraft inequality, which applies for any uniquely
decodable code (and not just prefix codes).

Proposition 2.2 (McMillan–Kraft inequality). Any uniquely decod-
able code must satisfy the inequality

∑
x∈X

2−ℓ(x) ≤ 1 . (2.5)

Conversely, given a set of codewords lengths satisfying Eq. (2.5), it is pos-
sible to construct a prefix code with these lengths.

We show the inequality only for instantaneous codes, and the
general proof for uniquely decodable (not necessarily instantaneous)
codes will be covered in the homework.

Proof. We use the one-to-one correspondence of prefix codes with
binary trees for which the codewords are leaves. For any tree we
may assign to every node a value 2−d where d is the depth in the
tree. The root thus gets the value 1. To show the Kraft inequality
we simply need to show that the sum of all the leaf values in a tree
cannot exceed 1. To see that this is correct, simply note that by our
construction any parent node’s value is simply the sum of its chil-
dren’s values, so as we build up the binary tree from the root the
sum of the values on all leaves is always exactly 1.

Conversely, given a set of codeword lengths satisfying the inequal-
ity, we can always create a binary tree with leaves at the correspond-
ing depths and populate the leaves with codewords. If the inequality
is strict there will be unused leaves in the tree.

2.2.2 Optimal expected codeword length

Finding codewords with short lengths is however only half of the
problem — we also need to assign those codewords to elements of X .
And we want to do this in such a way as to minimise the expected
length of the codeword. That is, for a code C(x) with codeword
lengths ℓ(x), we define the expected codeword length as

ℓ̄(C) := ∑
x

PX(x)ℓ(x) = E[ℓ(X)] (2.6)
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Using the McMillan–Kraft inequality from Proposition 2.2, we can
lower bound ℓ̄(C) with the entropy H(X) for any uniquely decodable
code.

Proposition 2.3. For any uniquely decodable code C for a discrete source
X with distribution PX , we have

ℓ̄(C) ≥ H(X) . (2.7)

Moreover, the equality is saturated if only if the codeword lengths saturate
the McMillan-Kraft inequality and PX(x) = 2−ℓx for some set of num-
bers ℓx ∈N.

Proof. We evaluate

ℓ̄(C)− H(X) = E

[
ℓ(X)− log

1
PX(X)

]
(2.8)

= E

[
log

PX(X)

2−ℓ(X)

]
(2.9)

≥ E

[
log

t · PX(X)

2−ℓ(X)

]
(2.10)

= D(PX∥QX) (2.11)

≥ 0, (2.12)

where we introduced the constant t = ∑x 2−ℓ(x) ≤ 1 (by the
McMillan–Kraft inequality) and the pmf Q(x) = 1

t · 2−ℓ(x). The final
inequality is simply due to the non-negativity of relative entropy.

If the conditions for saturation are met we can see that the two
inequalities become equalities as t = 1 and PX = QX if we choose
ℓ(x) = ℓx. Conversely, using the positive definiteness of the relative
entropy, we see that these conditions are in fact necessary to achieve
equality.

2.2.3 Shannon code

The above result allows us to show that certain codes have optimal
expected codeword lengths. For example for the source X that out-
puts symbols ‘a’, ‘b’ and ‘c’ with probabilities 1

2 , 1
4 and 1

4 , respectively,
the code

C(‘a’) = 0, C(‘b’) = 10, C(‘c’) = 11 (2.13)

satisfies ℓ̄(C) = 1
2 + 2 · 1

4 · 2 = 3
2 and H(X) = 1

2 log 2 + 2 · 1
4 log 4 = 3

2 ,
and thus, we know that it is optimal thanks to Proposition 2.3.

The above example is constructed in such a way that all the prob-
abilities are negative powers of 2 and the codeword lengths satisfy
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the Kraft inequality with equality, and in this particular case it is easy
to see from the proof of Proposition 2.3 that ℓ̄(C) = H(X). If the
probabilities do not have this form the same construction does not
generally work. However, we can show the following.

Proposition 2.4. For any discrete source X with distribution PX there
exists a prefix code C with ℓ̄(C) < H(X) + 1.

The code we construct to proof this is called the Shannon code,
and it not optimal in general. However, the this bound, together with
Proposition 2.3, shows that we lose at most 1 bit per symbol using
this code.

Proof. We can choose codeword lengths ℓ(x) =
⌈

log 1
PX(x)

⌉
. These

satisfy the Kraft inequality since

∑
x

2−ℓ(x) = ∑
x

2
−
⌈

log 1
PX (x)

⌉
≤∑

x
2
− log 1

PX (x) = ∑
x

PX(x) = 1 . (2.14)

Hence, using Proposition 2.2 we may construct a prefix codes using
these lengths. Moreover, for this code we have

ℓ̄(C) = ∑
x

PX(x)
⌈

log
1

PX(x)

⌉
(2.15)

< ∑
x

PX(x)
(

log
1

PX(x)
+ 1
)

(2.16)

= H(X) + 1 . (2.17)

2.2.4 Huffman codes
In 1951, David Huffman and his MIT

information theory classmates were
given the choice of a term paper or
a final exam. The professor, Robert
Fano, assigned a term paper on the
problem of finding the most efficient
binary code. Huffman, unable to prove
any codes were the most efficient, was
about to give up and start studying for
the final when he hit upon the idea of
using a frequency-sorted binary tree
and quickly proved this method the
most efficient. In doing so, Huffman
outdid Fano, who had worked with
information theory inventor Claude
Shannon to develop a similar code.

In this section we will construct prefix codes with optimal expected
codeword length, so-called Huffman codes. We will first learn how to
construct the codes and then use this construction to show optimality.
Interestingly, the codes were invented by a student that was in the
same situation as you are right now!

The code is constructed using Algorithm 2.1, which step-by-step
merges a forest of trivial binary trees into a single binary tree.

The construction is not unique because in each step we can assign
the labels ‘0’ and ‘1’ in either way to the two children. Moreover, we
are asked to select the two trees with smallest probabilities, but there
might be different such pairs, e.g. if we start with a source X with
symbols and probabilities (‘a’, 1

3 ), (‘b’, 1
3 ), (‘c’, 1

6 ), (‘d’, 1
6 ) then both of

these codes, C1 and C2, are possible Huffman codes:
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Input: List of symbols x ∈ X with probabilities px = PX(x)
Output: Binary tree for the Huffman code
% initialise forest
for each x ∈ X do

Create a tree with a root node labelled by the probability px (and
the symbol x) and no other nodes;
Add this tree to the forest;

end
% condense forest into a single tree
while number of trees in the forest are larger than 1 do

select the two trees whose roots have the smallest probabilities,
say p and p′;
join the two trees by adding a new root with probability p+ p′ and
the two trees as children; the edges are labelled with ‘0’ and ‘1’;

end
return last remaining tree in the forest;

Algorithm 2.1: Construction of a Huffman code tree.

C1(‘a’) = 00, C1(‘b’) = 01, C1(‘c’) = 10, C1(‘d’) = 11 (2.18)

C2(‘a’) = 0, C2(‘b’) = 10, C2(‘c’) = 110, C2(‘d’) = 111 (2.19)

Can you retrace how they are
created step-by-step?

The codeword lengths for both codes are optimal according to the
Kraft inequality, that is, we have

∑
x

2−ℓ(x) = 4 · 2−2 = 1 and (2.20)

∑
x

2−ℓ(x) = 2−1 + 2−2 + 2 · 2−3 = 1 (2.21)

for C1 and C2, respectively. We can further compute their respective
expected codeword lengths. This yields

ℓ̄(C1) = 2 (2.22)

ℓ̄(C2) =
1
3
· 1 + 1

3
· 2 + 1

6
· 3 + 1

6
· 3 = 2 (2.23)

Let us compare this to the entropy H(X) = 2 · 1
3 log 3 + 2 · 1

6 log 6 ≈
1.92. So from the entropy bound alone we cannot deduce that these
codes are optimal in terms of the expected codeword length — but
they in fact are!

Proposition 2.5. Given a source X with probability distribution PX , any
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code constructed using Algorithm 2.1 achieves the minimal expected code-
word length for any prefix code.

We call such a code with minimal expected length an optimal prefix
code. The proof relies on the following lemma, which we show first.

Lemma 2.6. There exists an optimal prefix code with the following prop-
erty:

• The two longest codewords are siblings and their respective source sym-
bols have the two smallest probabilities (this is not always unique).

Proof. An optimal code always corresponds to a binary tree with no
unused leaves — if not we can compress the tree by removing the
parent of the unused leaf, reducing the expected codeword length.
There is always at least one pair of leaves at maximum depth, and
those are thus occupied with codewords. If those codewords would
not correspond to the two symbols with smallest probability we
could exchange symbols to move them there, a process which clearly
cannot increase the expected codeword length.

RecursiveHuffman:
Input: Forest fin
Output: Forest fout
if number of trees in fin = 1 then

return fout = fin;
else

select the two trees in fin whose roots have the smallest probabili-
ties, say p and p′;
create new forest f ′ from fin by joining the selected trees as in
Algorithm 2.1;
return fout = RecursiveHuffman( f ′);

end

Algorithm 2.2: Recursive formulation of the Huffman algorithm.

Proof of Proposition 2.5. The recursive formulation of the Huffman
algorithm in Algorithm 2.2 is useful here. Clearly the algorithm
produces an optimal code when |X | = 2 since in this case the optimal
code simply assigns the codewords 0 and 1 to the two symbols, and
this is exactly what the output of the Huffman algorithm will be.

We will thus prove optimality by induction as follows. Let us,
without loss of generality, label elements such that our source sym-
bols have probabilities p1 ≥ p2 ≥ . . . ≥ pn and ordered such that the
Huffman algorithm will pick pn−1 and pn as the smallest elements if
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there are ambiguities. By induction we may assume that the recursive
Huffman algorithm provides us with an optimal tree when we call it
for n− 1 symbols with the probabilities p1, . . . , p2, . . . , pn−2, pn−1 + pn.
We denote the expected codeword length of this optimal tree by
L∗n−1(p1, . . . , p2, . . . , pn−2, pn−1 + pn).

0 1

0 1

a)

p3 + p4

p1 p2

0 1

0 1 0 1

b)

p1 p2 p3 p4

0 1

0 1

c)

p1

p2 p3 + p4

0 1

0 1

0 1

d)

p1

p2

p3 p4

Figure 2.2: Optimality of Huffman
coding with 4 symbols, recursive step.
Assume p1 ≥ p2 ≥ p3 ≥ p4. We
are given a minimal length code for
(p1, p2, p3 + p4), which must be either
of the form a) if p3 + p4 ≥ p1 or of
the form c) if p3 + p4 ≤ p1. If equality
holds both solutions are optimal.
The trees produced by the Huffman
algorithm for (p1, p2, p3, p4) (assuming
by induction it produces an optimal
tree for (p1, p2, p3 + p4)), are thus as in
b) and d), respectively. In both cases,
we have L4 = L∗3 + p3 + p4.

The Huffman algorithm for n symbols, by definition in its recur-
sive form, produces exactly this tree but with the the (n− 1)-th node
split into two siblings with probabilities pn−1 and pn (see Figure 2.2
for an example). Its expected codeword length, Ln, thus satisfies

Ln = L∗n−1(p1, . . . , p2, . . . , pn−2, pn−1 + pn) + pn−1 + pn . (2.24)

Note that we added pn−1 + pn as compared to the tree for n − 1
symbols those two leaves are now one level deeper, which increases
the codeword length by 1 with probability pn−1 + pn.

On the other hand, we have

L∗n−1(p1, . . . , p2, . . . , pn−2, pn−1 + pn)

≤ L∗n(p1, . . . , p2, . . . , pn−1, pn)− pn−1 − pn (2.25)

since a valid (although not necessarily optimal) prefix code for the
n− 1 probabilities can be constructed from an optimal prefix code
for n symbols by merging the two leaves at maximum depth with
minimal probability (which exist due to Lemma 2.6) into a single leaf.
Such a code has expected codeword length L∗n − pn−1 − pn, and thus
in particular the optimal length of such a tree for n− 1 symbols must
satisfy L∗n−1 ≤ L∗n − pn−1 − pn.

Combining Eqs. (2.24) and (2.25) yields

Ln ≤ L∗n(p1, . . . , p2, . . . , pn−1, pn), (2.26)

and since Ln can never be smaller than the optimal codeword length
(by definition of the latter), these two quantities must in fact be equal.
This proves that the Huffman code construction is optimal.
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2.3 Fixed-length block codes

Fixed-length codes have the property that all codewords are equally
long. If we require error-free compression, then there is not much
flexibility: the expected codeword length has to be equal to ⌈log |X |⌉
(assuming that every source symbol appears with strictly positive
probability). The picture gets dramatically more interesting if we
encode a whole block of n source symbols and only require that the
probability of a decoding error vanishes as n→ ∞.

2.3.1 Setup for block coding

As we are observing a long sequence of symbols X1, X2, . . . , Xk, . . . ,
one thing we can do is to treat a block of, say n, symbols as a single
symbol (with a much larger alphabet of size |X |n) and then try to
find efficient codes for such blocks. In other words, a block code of
length n takes a sequence of n source outputs xn ∈ X n as input and
outputs a binary string. We will formally define it below. Obviously
then we can no longer encode and decode instantaneously as we
will need to wait for the full block to perform the encoding, and the
decoding operation will in turn yield a full block as well.

- - -
Xn M X̂n

e d

Figure 2.3: Illustration of the fixed-to-
fixed length source coding problem.

So for a block code, we observe a sequence of random variables
Xn = (X1, . . . , Xn) from a discrete memoryless source and we would
like to compress it into a random variable M ∈ {0, 1}L, the codeword,
using an encoder, a function e from Xn to M. Later on, the decoder
d will produce an estimate X̂n of Xn from M. See Fig. 2.3 for an
illustration. If we demand that Example. Consider X = [5] and a DMS

with PX(x) = 1
5 for any x ∈ X . To

encode any symbol Xi losslessly we
need ⌈log 5⌉ bits. To encode a pair of
symbols we need ⌈log 52⌉ = 5 bits,
or 2.5 bits per symbol. To encode a
triple we need ⌈log 53⌉ = 7 bits, or
2.33 bits per symbol. The entropy is
H(X) = log 5 = 2.32. We see that
block-encoding is beneficial; in fact, the
triple encoding is in this case very close
to optimal.

P(X̂n ̸= Xn) = 0 (2.27)

then M needs to take on at least

∣∣{x ∈ X : PX(x) > 0
}∣∣n (2.28)

different values, and thus we need to choose

Argue why this is necessary and
sufficient.

L ≥
⌈
n log

∣∣{x ∈ X : PX(x) > 0
}∣∣ ⌉. (2.29)

Comparing this to the bound L ≥ n
⌈

log
∣∣{x ∈ X : PX(x) > 0

}∣∣ ⌉,
which we would have arrived at by encoding each source symbol
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separately using a fixed length code, we see that there is some im-
provement. However, the improvement is at most n bits. Can we do
better if we relax the stringent condition in (2.27) to be such that

P(X̂n ̸= Xn) ≤ ϵ (2.30)

for any ϵ > 0 positive but arbitrarily small? Let us formalise this.

Definition 2.7 (Block code). An (n, 2L)-fixed-length source code (or
simply an (n, 2L)-code) consists of an encoder, e, and a decoder, d, where

• e : X n → {0, 1}L and

• d : {0, 1}L → X n

The number n is called the block length of the code; L is the length
of the codeword; and R = L

n is called the rate of the code. The rate
simply evaluates how many bits of codeword this codes uses per
symbol of the source to store its output.

Using this definition, show that if
R is achievable so is any R′ ≥ R.Definition 2.8 (Achievable rate). A rate R is achievable for a DMS X

if there exists a sequence of (n, 2⌊nR⌋)-codes for n ∈N with encoder en

and decoder dn such that

lim
n→∞

P(X̂n ̸= Xn) = 0 (2.31)

where
X̂n = dn(M), and M = en(Xn) (2.32)

are the reconstructed source and the codeword, respectively.

Thus, what we really are interested in is the smallest R that is still
achievable.

Definition 2.9 (Optimal source coding rate). The optimal source cod-
ing rate for the DMS X, denoted as R∗(X), is defined to be the infimum
of all achievable rates, i.e.,

R∗(X) = inf{R : R is achievable}. (2.33)

Finding the optimal source coding rate looks like a formidable
problem to solve at first sight. Note that the notion of achievable
rate is asymptotic, namely we need to consider a sequence of codes,
a code for each n ∈ N, so that it is not even obvious that R∗(X) is
computable in finite time from a complexity-theoretic perspective.
However, in his seminal work Shannon2 showed that R∗(X) has a 2 C. Shannon. A Mathematical Theory

of Communication. Bell System Tech-
nical Journal, 27:379–423, 1948. doi:
10.1002/j.1538-7305.1948.tb00917.x

simple form for a DMS.
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Theorem 2.10 (Fixed-length data compression). For any DMS X with
pmf PX , we have

R∗(X) = H(X) (2.34)

To prove that R∗(X) = H(X), we must show the achievability part,
R∗(X) ≤ H(X), and the converse part, R∗(X) ≥ H(X).

• Achievability means that, for every R > H(X), we must exhibit
a sequence of (n, 2⌊nR⌋)-codes such that the error probability
vanishes as n→ ∞.

• The converse implies that we cannot do better than this, i.e., there
is no sequence of (n, 2⌊nR⌋)-codes where R < H(X) such that we
have a vanishing error probability.

In most problems in information theory the two proofs (achievability
and converse) use quite different techniques and we thus treat them
separately.

2.3.2 Proof of converse and Fano’s inequality

For the converse we will use Fano’s inequality, which is a fundamen-
tal tool in the analysis of information processing tasks. We formulate
it here as a statement about conditional entropies of strongly corre-
lated random variables.

Lemma 2.11 (Fano’s inequality). Let X, Y be random variables with
joint pmf PXY and let ϵ := P[X ̸= Y]. Then

H(X|Y)P ≤ h(ϵ) + ϵ log(|X| − 1) ≤ 1 + ϵ log |X| , (2.35)

where h(ϵ) = −ϵ log ϵ− (1− ϵ) log(1− ϵ) is the binary entropy.

This essentially tells us that if the probability that the two random
variables differ is small, then so is the conditional entropy. We should
expect this, since the conditional entropy measures the uncertainty of
X given side information Y: if ϵ is small then knowing the value y of
Y allows us to guess that X = y as well, which is correct with high
probability.

Proof. First, we recall that H(X|Y)P = ∑y PY(y)H(X|Y = y). We will
bound these terms individually first. Define ϵy = 1− PX=y|Y=y so that
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∑y PY(y)ϵy = ϵ. Then, we find

H(X|Y = y) = −∑
x

PX|Y=y(x) log PX|Y=y(x) (2.36)

= −(1− ϵy) log(1− ϵy)− ∑
x ̸=y

PX|Y=y(x) log PX|Y=y(x)

(2.37)

= −(1− ϵy) log(1− ϵy)− ϵy log ϵy

− ϵy ∑
x ̸=y

PX|Y=y(x)
ϵy

log
PX|Y=y(x)

ϵy
(2.38)

= h(ϵy)− ϵy ∑
x ̸=y

PX|Y=y(x)
ϵy

log
PX|Y=y(x)

ϵy
. (2.39)

To get from (2.37) to (2.37) we used that

ϵy ∑
x ̸=y

PX|Y=y(x)
ϵy

log
PX|Y=y(x)

ϵy

= ∑
x ̸=y

PX|Y=y(x) log PX|Y=y(x)− ∑
x ̸=y

PX|Y=y(x) log ϵy (2.40)

= ∑
x ̸=y

PX|Y=y(x) log PX|Y=y(x)− ϵy log ϵy . (2.41)

Finally, we the second term in (2.39) is an entropy itself, and thus up-
per bounded by the logarithm of the support as shown in Chapter 1.
This yields

H(X|Y = y) ≤ h(ϵy) + ϵy log(|X| − 1) (2.42)

It remains to take an average of the above bound. Using (once
again) concavity of the entropy, we find

∑
y

PY(y)H(X|Y = y) ≤∑
y

PY(y)h(ϵy) + ϵy log |X| (2.43)

≤ h
(

∑
y

PY(y)ϵy

)
+ ϵ log |X| (2.44)

= h(ϵ) + ϵ log |X| . (2.45)

Finally, we can bound h(ϵ) ≤ log 2 = 1 and |X| − 1 ≤ |X| to make
the bound a bit simpler but still sufficient for most purposes.

Proof of converse of Theorem 2.10. Consider now any sequence of
(n, 2⌊nR⌋)-codes with encoders en and decoders dn that satsify ϵn → 0
as n→ ∞, where the decoding error is

ϵn := P(X̂n ̸= Xn) (2.46)



source coding 51

with X̂n = dn(en(Xn)). Fano’s inequality applied to the estimation of
Xn yields

H(Xn|X̂n) ≤ ϵnn log |X |+ 1 (2.47)

Since H(Xn|M) ≤ H(Xn|X̂n) by the data-processing inequality for
the conditional entropy (see Corollary 1.10) applied to the decoder dn,
this can be relaxed to

H(Xn|M) ≤ ϵnn log |X |+ 1 (2.48)

Furthermore, using the dimension bound for |M| = 2⌊nR⌋ ≤ 2nR, and
the definition of mutual information, we find

nR ≥ H(M) (2.49)

≥ I(Xn : M) (2.50)

= nH(X)− H(Xn|M) (2.51)

We can now apply Eq. (2.48) to get

R ≥ H(X)− ϵn log |X | − 1
n

. (2.52)

Since this inequality must hold for large n and ϵn → 0 as n → ∞, we
thus must have that

R ≥ H(X) . (2.53)

Moreover, since this holds for any sequence of codes, we conclude
that R∗(X) ≥ H(X).

2.3.3 Proof of achievability and typical sets

The main idea in the proof of achievability is to only encode se-
quences of source outputs that are “typical” in a sense we will make
precise below. The sets of typical sequences are chosen in such a way
that two crucial properties hold:

• There are not too many such sequences so that we can encode
them efficiently.

• We can safely ignore all the sequences that are not typical since
they are guaranteed to only occur with very low probability.

Let us now make this more formal.

Let ϵ ∈ (0, 1) and consider a DMS X. The ϵ-typical set for X, for
each n ∈N, is defined as

A(n)
ϵ (X) :=

{
xn ∈ X n :

∣∣∣∣ 1n log
1

PXn(xn)
− H(X)

∣∣∣∣ ≤ ϵ

}
(2.54)
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where

PXn(xn) = P(Xn = xn) =
n

∏
i=1

PX(xi), ∀ xn ∈ X n. (2.55)

We call the elements of A(n)
ϵ (X) ϵ-typical sequences of length n for

the source X. In words, this means that the typical sequences are
those whose negative log-likelihood (per symbol) is very close to the
entropy of X, the i.i.d. output of the source. Note that

H(X) =
1
n

H(X1X2 . . . Xn) (2.56)

due to the additivity of entropy for product distributions, and thus
we can alternatively interpret H(X) as the entropy the source creates
per symbol. (The latter interpretation is especially useful when we
want to generalise the concept of typical sets beyond memoryless
sources.)

The properties of the typical set mentioned above can now be
formalised as the asymptotic equipartition property (AEP).

Proposition 2.12 (AEP). Let ϵ ∈ (0, 1). The sequence of typical sets
A(n)

ϵ (X) for n ∈N has the following properties:

1. H(X) − ϵ ≤ 1
n log 1

PXn (xn)
≤ H(X) + ϵ for all sequences xn ∈

A(n)
ϵ (X) and n ∈N.

2. limn→∞ P
[
Xn ∈ A(n)

ϵ (X)
]
= 1.

3. For all n ∈N, the size of the set satisfies

|A(n)
ϵ (X)| ≤ 2n(H(X)+ϵ) . (2.57)

The name asymptotic equipartition property alludes to the the first
(and defining) property of the typical set, which ensures that all
sequences in the set are approximately equally likely. More precisely,
the definition implies that we have∣∣∣∣PXn(xn)

PXn(x̃n)

∣∣∣∣ ≤ exp(2nϵ) (2.58)

for all typical sequences xn, x̃n ∈ A(n)
ϵ (X).

Proof. The first property is immediate from the definition (and holds
for all n).

Verify that Zi has zero mean and
that the sequence (Z1, Z2, . . . , Zn)
is i.i.d..

The second property follows from the weak law of large numbers.
To see this, we consider the random variables Xi produced by the
source and the new random variables

Zi = log
1

PX(Xi)
− H(X). (2.59)
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We would now like to express the probability P
[
Xn ∈ A(n)

ϵ (X)
]

in
terms of the random variables Zi we just introduced. We find the
following sequence of equalities:

P
[
Xn ∈ A(n)

ϵ (X)
]
= P

[∣∣∣∣ 1n log
1

PXn(Xn)
− H(X)

∣∣∣∣ ≤ ϵ

]
(2.60)

= P
[∣∣∣∣ 1n log

1
∏n

i=1 PX(Xi)
− H(X)

∣∣∣∣ ≤ ϵ

]
(2.61)

= P

[∣∣∣∣∣ 1n n

∑
i=1

(
log

1
PX(Xi)

− H(X)

)∣∣∣∣∣ ≤ ϵ

]
(2.62)

= P

[∣∣∣∣∣ 1n n

∑
i=1

Zi

∣∣∣∣∣ ≤ ϵ

]
(2.63)

= 1− P

[∣∣∣∣∣ 1n n

∑
i=1

Zi

∣∣∣∣∣ > ϵ

]
. (2.64)

Now since Zi are i.i.d. and zero mean we can apply the weak law of
large numbers (Proposition 0.5), which ensures that

lim
n→∞

P

[∣∣∣∣∣ 1n n

∑
i=1

Zi

∣∣∣∣∣ > ϵ

]
= 0 , (2.65)

and so, in particular, we have limn→∞ P
[
Xn ∈ A(n)

ϵ (X)
]
= 1.

The third property follows by a basic counting argument. Since
every sequence in A(n)

ϵ (X) has probability at least 2−n(H(X)+ϵ) by
definition, there can be at most 2n(H(X)+ϵ) such sequences in the
typical set as otherwise the total probability of all sequences would
exceed 1.

Proof of achievability of Theorem 2.10. We fix ϵ ∈ (0, 1) for the moment
and construct encoders and decoders for each blocklength n, working
at rate R = H(X) + 2ϵ. The main idea is to do a faithful encoding
of all the sequences xn in the typical set and essentially ignore and
accept errors for sequences that are not typical.

To do this we index the elements of A(n)
ϵ (X) in some order (say lex-

icographic). This simply means that to each sequence xn ∈ A(n)
ϵ (X),

we assign a unique index idx(xn) ∈ {0, 1}Ln . By the upper bound on
the size of the typical set, we know that the codeword length can be
bounded as Ln ≤ ⌈n(H(X)+ ϵ)⌉ ≤ n(H(X)+ ϵ)+ 1 ≤ nR− 1 ≤ ⌊nR⌋,
where the last inequality holds for sufficiently large n such that ϵ ≥ 2

n .
The assignment function is known to both the encoder and the de-
coder.

We now design the encoder and decoder for blocklength n.

Encoder en: If the realised sequence is typical, i.e. Xn ∈ A(n)
ϵ (X), then

output the index M = idx(Xn). Otherwise set M = 0Ln . In other
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words, the precise working of the encoder is

en(xn) =

{
idx(xn) xn ∈ A(n)

ϵ (X)

0Ln xn /∈ A(n)
ϵ (X)

. (2.66)

Decoder dn: Given m, output xn such that m = idx(xn). This choice
is unique if such an xn exists. If no such xn exists, we may output
any sequence of source symbols. In other words, look in the table
for the sequence that corresponds to the index m.

We can now compute the probability of error for this encoder and
decoder. Suppose first that the realised sequence is typical. We will
never make an error because the sequence that is output coincides
with the emitted sequence of the DMS, by construction of the encoder
and decoder. Thus, we can only make an error if the emitted source
sequence is atypical. Hence,

γn = P(X̂n ̸= Xn) ≤ P(Xn /∈ A(n)
ϵ (X)) . (2.67)

and in particular limn→∞ γn = 0. This implies that the sequence of
codeword lengths Ln is achievable. We can thus conclude that the
rate H(X) + 2ϵ is achievable. Since ϵ > 0 is arbitrarily small, we have

R∗(X) = inf{R : R is achievable} ≤ H(X) . (2.68)

2.3.4 Strong converse via typical sets

-

6

RR∗(X)

ϵ

0

1

Figure 2.4: Illustration of the strong
converse property. For any rate se-
quence of (n, 2nR) codes with rate
R < R∗(X) = H(X), the asymptotic
error limn→∞ P(X̂n ̸= Xn) necessarily
converges to 1.

We can also argue with typical sets to get a stronger statement
for our converse bound. In fact, the converse via Fano’s inequality is
quite conservative. Even if we allow that

lim sup
n→∞

P(X̂n ̸= Xn) ≤ ϵ (2.69)

for any ϵ ∈ [0, 1), it turns out that the ϵ-optimal rate must be no
smaller than H(X). We state this formally as follows:
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Theorem 2.13. For any sequence of (n, 2⌊nR⌋)-codes with R < H(X),
it necessarily holds that P(X̂n ̸= Xn)→ 1 as n→ ∞.

This theorem removes all hope to devise a more efficient source
coding scheme that can beat the compression rate H(X) by allowing
for some small (or even large) error.

One way to prove this statement is to expand our characterisation
of the typical set.

Proposition 2.14 (AEP, continued). Let ϵ, µ ∈ (0, 1). Then there ex-
ists an N0 such that for all n ≥ N0, the following holds:

1. P
[
Xn ∈ A(n)

ϵ (X)
]
≥ 1− µ.

2. The size of the set satisfies

|A(n)
ϵ (X)| ≥ (1− µ)2n(H(X)−ϵ) . (2.70)

Proof. The first statement is a simple consequence of the second
property in Proposition 2.12, i.e. since limn→∞ P

[
Xn ∈ A(n)

ϵ (X)
]
= 1

there must exist an N0 with the desired property by definition of
the limit. The second statement now again follows by a counting
argument. Since we know that every sequence xn ∈ A(n)

ϵ (X) satsifies
PXn(xn) ≤ 2−n(H(X)−ϵ)) we will need at least (1− µ)2n(H(X)−ϵ) such
elements to reach a total probability of 1− µ as stipulated by the first
property above.

This allows us to lay out the idea for a proof of Theorem 2.13. Let
us assume that R < H(X), and define ϵ = 1

2
(

H(X)− R
)
. Then using

the bound in Eq. (2.70), we find

2nR = 2n(H(X)−2ϵ) ≤ 2−nϵ

1− µ
|A(n)

ϵ (X)| . (2.71)

For sufficiently large n this implies that |M| < |A(n)
ϵ (X)|, and in fact

|M| is smaller by a factor that grows exponentially in n. This implies
that we can only faithfully represent a smaller and smaller fraction
of all typical source sequences in M. Moreover, since all typical
sequences are almost equiprobable this induces an error approaching
1 exponentially fast.

We finally give a more formal proof of Theorem 2.13 that uses the
structure of encoder and decoder more explicitly.

Proof of Theorem 2.13. We assume R < H(X) and try to give a lower
bound on the probability of error.
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Fix an arbitrary encoder en : X n → {1, 2, . . . , 2nR}. This en-
coder induces a partition of the space X n into disjoint subsets
Dm ⊂ X n, m ∈ {1, 2, . . . , 2nR} defined as Dm = {xn : en(xn) = m}.
The best decoder (the one that minimizes the error probability) is the
one that uses the following rule given message m:

dn(m) = argmax
xn∈Dm

PXn(xn). (2.72)

This is known as the maximum likelihood decoder as the decoder
maximizes the likelihood of the observed data. We also denote the
resulting random variable by X̂n = dn(en(Xn)) as usual. Fix now
ϵ ∈ (0, 1) small enough such that R < H(X) − 2ϵ and also fix
µ ∈ (0, 1). The error probability can be bounded as

Argue why such an ϵ > 0 always
exists.

ϵn = 1− P(X̂n = Xn) (2.73)

= 1−
2nR

∑
m=1

∑
xn∈Dm

PXn(xn)P(X̂n = Xn|Xn = xn) (2.74)

= 1−
2nR

∑
m=1

PXn(dn(m)) (2.75)

= 1− ∑
m:dn(m)∈A(n)

ϵ (X)

PXn(dn(m))− ∑
m:dn(m)/∈A(n)

ϵ (X)

PXn(dn(m))

(2.76)
(a)
≥ 1− ∑

m:dn(m)∈A(n)
ϵ (X)

PXn(dn(m))− µ (2.77)

(b)
≥ 1− ∑

m:dn(m)∈A(n)
ϵ (X)

2−n(H(X)−ϵ) − µ (2.78)

≥ 1−
2nR

∑
m=1

2−n(H(X)−ϵ) − µ (2.79)

(c)
= 1− 2−n(H(X)−R−ϵ) − µ (2.80)

where (a) follows because the probability of the atypical set is
smaller than µ for sufficiently large n according to Proposition 2.14,
(b) follows since the probability of sequences in the typical set is at
most 2−n(H(X)−ϵ) and (c) because the number of messages is 2nR.
Hence, since R < H(X)− 2ϵ, we find

lim inf
n→∞

ϵn ≥ lim inf
n→∞

(1− µ− 2−nϵ) = 1− µ . (2.81)

Since µ can be arbitrarily small, we in fact have limn→∞ P(n)
e = 1,

concluding the proof.



3
Application to cryptography: Randomness extraction

Intended learning outcomes:

• You can compute and use guessing probability and min-entropy.
• You can construct a randomness extractor using a family of hash functions.
• You understand that deterministic functions cannot increase entropy.

3.1 Randomness and problem setup

One of the most prominent concepts in cryptography is randomness,
and it lies at the core of information-theoretic security. To understand,
for example, whether a given bit string is random, we do not want to
look at a particular instance of the string (although that is interesting
as well and leads ultimately to the notion of algorithmic randomness)
but instead want to check that the process that created the bit string
selected it at random. Similarly and maybe even more evidently, the
concept of a secret bit string cannot be defined unless we look at the
process by which the bit string is produced. If the random process is
such that the bit string is independent of any side information held
by an eavesdropper, then secrecy (relative to that eavesdropper) can
be claimed.

3.1.1 Total variation distance

Before we can discuss randomness and privacy we need to introduce
the total variation distance.

The total variation distance (TVD) between two pmfs P0 and P1 is

δtvd(P0, P1) :=
1
2 ∑

x∈X

∣∣P0(x)− P1(x)
∣∣ . (3.1)

The total variation distance vanishes if and only if P0 = P1 and it
reaches its maximum 1 when P0 and P1 are orthogonal, that is, when
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for every x ∈ X either P0(x) = 0 or P1(x) = 0. We can alternatively
express the TVD using the following variational formulae, which
motivate its name.

Lemma 3.1. For any two pmfs P0 and P1, the following relations hold:

δtvd(P0, P1) = max
A⊂X

(
∑

x∈A
P0(x)− P1(x)

)
(3.2)

= max
A⊂X

(
∑

x∈A
P1(x)− P0(x)

)
. (3.3)

Proof. To see this equivalence, first note that

∑
x∈X

P0(x)− P1(x) = 0 (3.4)

by normalisation, and thus, for any set A ⊆ X , we have

∑
x∈A

P0(x)− P1(x) = ∑
x∈Ac

P1(x)− P0(x) . (3.5)

Specifically, for the set A = {x ∈ X : P0(x) > P1(x)} that is optimal
for the maximisation in Eq. (3.2), we find

∑
x∈A

∣∣P0(x)− P1(x)
∣∣ = ∑

x∈Ac

∣∣P1(x)− P0(x)
∣∣ (3.6)

and thus

max
A⊂X

(
∑

x∈A
P0(x)− P1(x)

)
= ∑

x∈A

∣∣P0(x)− P1(x)
∣∣ (3.7)

=
1
2 ∑

x∈X

∣∣P0(x)− P1(x)
∣∣ . (3.8)

The second equality can be verified similarly.

Verify that the total variation dis-
tance is a metric: it is symmetric,
it is positive and zero only if the
two distributions are equal, and it
satisfies the triangle inequality.

The total variational distance is closely related to the 1-norm
distance, which is defined for any vectors v0 and v1 that do not neces-
sary need to be normalised. Recall its definition from Section 0.4:

∥v0 − v1∥1 = ∑
x∈X

∣∣v0(x)− v1(x)
∣∣ . (3.9)

Hence, in particular, δtvd(P0, P1) =
1
2∥P0 − P1∥1.

The total variation distance satisfies the DPI.

Proposition 3.2 (DPI for TVD). For any channel WY|X and any two
pmfs PX and QX , we have

δtvd(PX , QX) ≥ δtvd(PY, QY), (3.10)
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where the output distribution are given as in Prop. 1.9.

This can be understood as saying that after we apply a channel
WY|X, that is, introduce some noise, the output distributions are
generally closer than the input distributions. So in a sense the two
distributions have become more difficult to distinguish after applying
the channel. We will verify this property in the homework.

In the next chapter we learn more about the total variation dis-
tance and its use in statistics.

3.1.2 Randomness

In the following we say that a random variable Z on an alphabet Z is
close to uniformly random if it pmf is close to a uniform pmf in TVD,
i.e. if

δtvd(PZ, UZ) =
1
2 ∑

z∈Z
|PZ(z)−UZ(z)| (3.11)

is small, where UZ denotes the uniform distribution on Z .
We can now extend the definition of uniformity to the case where

some side information Y on Z is available, and we want to make sure
that the randomness is in fact not only uniform but also independent
of the side information. This leads us to the following more general
definition.

Let PZY be a joint pmf for two random variables Z on Z and Y on Y .
For any ϵ ∈ (0, 1), we say that Z is ϵ-uniformly random and indepen-
dent of Y if

δtvd(PZY, UZ × PY) ≤ ϵ . (3.12)

Here, it is worth noting that the TVD can be simplified to

δtvd(PZY, UZ × PY) =
1
2 ∑

y
PY(y)∑

z
|P(z|y)−U(z)| , (3.13)

and thus what we really require is that P(z|y) is close to uniform in
expectation over y.

3.1.3 Randomness extractors

We will now consider the task of randomness extraction, namely the
task of creating approximately uniform and independent random
variables from a random source X that is generally neither uniform
nor independent of Y. In cryptography the i.i.d. assumption (as
appears for example in memoryless sources) is often not very natural
since we often cannot guarantee that a random source is exactly



60 information theory and its applications

memoryless. We want to ensure that our extraction scheme works
even if we do not make any assumptions on the structure of the
source. See Figure 3.1 for a schematic.

source

X

Y

Z

side information

f

extractor

Figure 3.1: The setup of randomness
extraction. A source produces random
variables X and Y, where the latter vari-
able Y is considered as side information
on X. An extractor f is used to create
a new random variable Z that is (close
to) uniform and independent of Y. An
important special case occurs when Y
is trivial and we do not have any side
information.This is generally difficult: one thing we can immediately notice

is that if one output of the source is very likely, for example if it
appears exactly with probability 0.5, then we can produce exactly one
bit of perfect randomness from this source (the new uniform random
variable would be the indicator function for this event, which takes
the value 0 and 1 with probability 0.5 each.), and this is in fact the
best we can hope for. The maximal probability over any output of
the source thus appears prominently in the analysis of randomness
extraction, even in the approximate case, and we will introduce it
formally in the next section in terms of guessing probability and
min-entropy.

Example. Consider a joint distribution
PXY given by the following table:

PXY x = 1 x = 2 x = 3
y = 1 1

12
1
4

1
6

y = 2 1
6

1
4

1
12

Clearly Y contains information about X; we
can in fact compute H(X) = 3

2 and

I(X : Y) =
3
2
− 2

3
− 1

2
log 3 > 0 .

Nonetheless, there is a strategy f to extract
one perfect secret bit from X by mapping
{1, 3} 7→ 0 and 2 7→ 1. Then, for
Z = f (X) we find

PZ|Y(·|1) = PZ|Y(·|2) =
(

1
2

,
1
2

)
.

Hence, Z is not correlated to Y.

Verify that the above extractor
works by checking the TVD
condition.

Let us now formally define a randomness extractor for a fixed
source, which takes X and produces a bit string Z that is uniformly
random and independent of Y.

An (ϵ, 2L)-extractor for a source X with side information Y governed
by a pmf PXY is a function f : X → {0, 1}L such that

δtvd(PZY, UZ × PY) ≤ ϵ where Z = f (X) (3.14)

and thus PZY is the distribution induced by f , i.e.

PZY(z, y) = ∑
x: f (x)=z

PXY(x, y) . (3.15)

Why should we not allow random
functions/channels as extractors
here?

We may now ask for the maximum length L of such an approxi-
mately uniform and independent string of bits. For this purpose we
define

L∗ϵ(X|Y)P := max
{

L ∈N : ∃ an (ϵ, 2L)-extractor for PXY
}

. (3.16)

We will now find bounds on this quantity from above and below
that hold for arbitrary distributions PXY. These bounds will be in
terms of the smooth min-entropy of the source, which we will intro-
duce in the next section. In the homework we will also consider the
special case where these sources are memoryless.



application to cryptography: randomness extraction 61

3.1.4 Guessing probability and min-entropy

We again consider a joint pmf PXY on two random variables X on
X and Y on Y . We characterise our source using the concepts of
guessing probability and min-entropy. The guessing probability of
X given Y is the probability that an observer with access to Y can
correctly guess the value of X. It is not difficult to find the optimal
strategy for this task: given a sample y ∈ Y , the observer will simply
choose its guess as

x̂ = argmax
x∈X

PX|Y(x|y) . (3.17)

The average probability of guessing the correct value of X is thus
given by the guessing probability as defined in the following.

Let PXY be a joint pmf as above. The guessing probability of X condi-
tioned on Y is defined as

pguess(X|Y)P := ∑
y∈Y

PY(y)max
x∈X

PX|Y(x|y) . (3.18)

Moreover, the conditional min-entropy of X conditioned on Y is

Hmin(X|Y)P := − log pguess(X|Y)P . (3.19)

Example. Consider a source with joint
probability distribution as in the previous
example. We already exhibited a strategy
that can extract a single secret bit. This
is in fact optimal (as we will see) since for
this distribution it is easy to compute that
Hmin(X|Y) = 1. It is also worth noting
that H(X|Y) > 1 in this case, but Shannon
entropy is not the correct measure to decide
how many secret bits we can extract.

The min-entropy belongs to a class of Rényi entropies that have
found widespread use in information theory, and we will explore
that connection in the homework. For now let us just point out that it
is always smaller than the Shannon entropy.

Lemma 3.3. For any joint pmf PXY, we have Hmin(X|Y) ≤ H(X|Y).

Proof. To see this, we use Jensen’s inequality on the convex function
t 7→ − log t to find

Hmin(X|Y) = − log

(
∑

y∈Y
PY(y)max

x∈X
PX|Y(x|y)

)
(3.20)

≤ ∑
y∈Y

PY(y)min
x∈X

(
− log PX|Y(x|y)

)
(3.21)

≤ ∑
y∈Y

PY(y) ∑
x∈X

PX|Y(x|y)
(
− log PX|Y(x|y)

)
= H(X|Y) ,

(3.22)

where for the second inequality we used the fact that the minimum
over x is smaller than the expectation over x under the distribution
PX|Y(x|y).
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We will state our results using a variation of the min-entropy, the
smooth min-entropy, which is the maximum of the min-entropy over a
set of distributions that are close to PXY in total variation distance.

Let PXY a joint pmf and ϵ ∈ [0, 1). We define the ϵ-smooth min-
entropy of X conditioned on Y as

Hϵ
min(X|Y)P := max

P̃X|Y : δtvd(P̃XY ,PXY)≤ϵ
Hmin(X|Y)P̃ . (3.23)

where P̃XY(x, y) = PY(y)P̃X|Y(x|y).

We can relate the smooth entropy to the Shannon entropy again
if we consider a memoryless source (X, Y) producing sequences Xn

and Yn. In that case we have the following relation, which we will
not prove here:

∀ϵ ∈ (0, 1) : lim
n→∞

1
n

Hϵ
min(Xn|Yn) = H(X|Y) . (3.24)

3.2 Achievability via two-universal hash functions

There are several ways to construct extractors, including using the
property of typical sets that all its elements are approximately equally
likely. Here we follow a different approach (which is quite standard
in cryptography) and use a random construction based on hash
functions. In particular, we consider a family of two-universal hash
functions { fs}s∈S where fs : X → {0, 1}L. They are parametrised by a
seed s and have the property that

∑
s∈S

1
|S|1{ fs(x) = fs(x′)} ≤ 1

2L ∀ x ̸= x′ . (3.25)

This condition can equivalently be expressed as

P
[

fS(x) = fS(x′)
]
≤ 1

2L ∀ x ̸= x′ . (3.26)

where S is distributed uniformly over S . This is the behaviour we

Can you nonetheless come up
with such a family for the case
where X, Z ∈ {0, 1}L as well?
Your knowledge of finite fields
might be helpful!

expect from a function that produces completely random output
when we take a uniformly random seed s. Such families of hash
functions exist if we choose S large enough, but constructing them is
out of the scope of this lecture.

Let us know apply a function fS from a two-universal family of
hash functions for S ∈ S chosen uniformly at random to get an
output Z = fS(X).
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Theorem 3.4. Let { fs}s be a two-universal family of hash functions. Us-
ing the notation introduced above, we have

E
[
δtvd(PS

ZY, UZ × PY)
]
≤ 1

2

√
2L−Hmin(X|Y), (3.27)

where Ps
ZY(z, y) = ∑x∈X : fs(x)=z PXY(x, y) and the expectation is taken

over a uniformly distributed seed S in S .

Proof. Without loss of generality we can assume that the marginal PY

has full support as otherwise we can just remove unused symbols.
Let us now first rewrite the left-hand side as

E
[
δtvd(PS

ZY, UZ × PY)
]
=

1
2

E
[∥∥∥PS

Z|Y(·|Y)−UZ

∥∥∥
1

]
(3.28)

where the expectation on the right-hand side is over both S and Y.
We can now use the Cauchy-Schwarz inequality in Lemma 0.9 and

the fact that |Z| = 2L and UZ(z) = 2−L is the uniform distribution on
Z to bound the terms

∥∥∥Ps
Z|Y(·|y)−UZ

∥∥∥
1
≤
√

2L
∥∥∥Ps

Z|Y(·|y)−UZ

∥∥∥
2

(3.29)

=

√
2L ∑

z∈Z

(
Ps

Z|Y(z|y)− 2−L
)2

(3.30)

=
√

2L ∑
z∈Z

Ps
Z|Y(z|y)2 − 1 . (3.31)

We can now rewrite g(y, s) = ∑z Ps
Z|Y(z|y)2 as follows:

g(y, s) = ∑
z

∑
x,x′

1{ fs(x) = z}1{ fs(x′) = z}PX|Y(x|y)PX|Y(x′|y) (3.32)

= ∑
x,x′

1{ fs(x) = fs(x′)}PX|Y(x|y)PX|Y(x′|y) (3.33)

Using Jensen’s inequality, the expectation over the seed S and the
side information Y of the above quantity can then be taken into the
square root, i.e.,

E
[∥∥∥Ps

Z|Y=y −UZ

∥∥∥
1

]
≤
√

2L E[g(Y, S)]− 1 (3.34)

It remains to analyse the expectation value of g. We treat the cases
where x ̸= x′ and where x = x′ distinctly. In the first case we can
apply the property of two-universal hash functions in (3.25). This
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yields the following bound:

E[g(Y, S)] = ∑
x,x′

E[PX|Y(x|Y)PX|Y(x′|Y)]E[1{ fS(x) = fS(x′)}] (3.35)

≤ 2−L ∑
x ̸=x′

E[PX|Y(x|Y)PX|Y(x′|Y)]

+ ∑
x

E[PX|Y(x|Y)PX|Y(x|Y)] (3.36)

≤ 2−L + ∑
y

PY(y)max
x

PX|Y(x|y) (3.37)

= 2−L + pguess(X|Y) . (3.38)

Here, to get the last inequality we simply completed the sum to all
x, x′ in the first term and then used that ∑x PX|Y(x|y) = 1. Simi-
larly, for the second term, we bounded one of the PX|Y(x|Y) with
maxx PX|Y(x|Y) so that the sum can be computed. Finally, plugging
this into Eq. (3.34), we arrive at the desired bound.

We can leverage this to arrive at the following result.

Theorem 3.5. Consider a source with pmf PXY and let ϵ ∈ (0, 1). If

L ≤ Hϵ−δ
min (X|Y)− 2 log

1
2δ

(3.39)

for any δ ∈ (0, ϵ), then there exists an (ϵ, 2L)-extractor for PXY. This
implies, in particular, that

L∗ϵ(X|Y)P ≥ sup
δ∈(0,ϵ)

Hϵ−δ
min (X|Y)− 2 log

1
δ
+ 1 . (3.40)

Proof. Let P̃X|Y denote the distribution that achieves the maximum
for the smooth min-entropy, i.e. Hϵ−δ

min (X|Y)P = Hmin(X|Y)P̃. Theo-
rem 3.4 applied for the source P̃XY with the above choice of L yields

E
[
δtvd(P̃s

ZY, UZ × PY)
]
≤ δ . (3.41)

Hence, there is at least one seed value s for which this bound holds,
and it remains to show that fs constitutes an (ϵ, 2L)-extractor. How-
ever, δtvd(P̃XY, PXY) ≤ ϵ− δ implies δtvd(P̃s

ZY, Ps
ZY) ≤ ϵ− δ by the DPI.

And hence, using the triangle inequality we have

δtvd(Ps
ZY, UZ × PY) ≤ δtvd(P̃s

ZY, Ps
ZY) + δtvd(P̃s

ZY, UZ × PY) ≤ ϵ . (3.42)

3.3 Converse via an entropy inequality

The converse relies on a generalization of the following lemma,
which states that applying a function to a random variable cannot
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increase the uncertainty about it.

Lemma 3.6. Let f : X → Z be a function. Then H(X) ≥ H( f (X))

and Hmin(X) ≥ Hmin( f (X)).

Proof. Let Z = f (X). The joint distribution PXZ(x, z) = PX(x) 1{ f (x) =
z} satisfies

H(XZ) = ∑
x,z

PXZ(x, z) log
1

PXZ(x, z)
(3.43)

= ∑
x

PX(x) log
1

PX(x)
= H(X) . (3.44)

Hence, we conclude that H(X) = H(XZ) = H(Z) + H(X|Z) ≥ H(Z).
The proof for the min-entropy cannot rely on the chain rule but by

inspecting the definition of the respective guessing probabilities,

pguess(X) = max
x

PX(x) and (3.45)

pguess(Z) = max
z

PZ(z) = max
z ∑

x: f (x)=z
PX(x), (3.46)

we see that the second term is always at least as large as the first one,
i.e. pguess(Z) ≥ pguess(X). This coincides with out intuition that the
input of a function is at least as hard to guess as its output, since
once you guessed the input you can get the output by just applying
the function. The relation for the min-entropy then follows.

Give an example where the
inequality is violated by a proba-
bilistic function.

It is really important that in the statement we only allow for
deterministic functions, as otherwise the equality in Eq. (3.44) does
not hold.

For our argument we need something similar to the above lemma,
but for smooth min-entropy and with side information. Here again
we can intuitively argue that it is at least as difficult to guess the
input of a function as it is to guess the output (with equality if the
function is injective). Formally, we can show the following:

Lemma 3.7. Let ϵ ∈ [0, 1) and f : X → Z be a function. Then,

Hϵ
min(X|Y) ≥ Hϵ

min( f (X)|Y) . (3.47)

In the proof we will make the assumption that f is surjective. This
can be avoided, but since it is not really restrictive we made it here to
allow for a streamlined presentation.

Proof. The function f can be interpreted as a channel, WZ|X(z|x) =

δz, f (x). We can define an inverse channel, W̃X|ZY, that recovers the
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distribution PXY by Bayes’ rule:

W̃X|ZY(x|z, y) =
PXZ|Y(x, z|y)

PZ|Y(z|y)
=

δz, f (x)PX|Y(x|y)
∑x′ : f (x′)=z PX|Y(x′|y) (3.48)

Can you see what goes wrong
here if the function is not surjec-
tive?

Since this channel only maps z to values of x with f (x) = z it is
in fact a proper right-inverse of WZ|X in the following sense. For any
pdf QZY on the output we define Q̃ZY as the distribution resulting
from first applying W̃X|YZ and then WZ|X to QZY. We then find that
for all z, y,

Q̃ZY(z, y) = ∑
x′

WZ|X(z|x′)∑
z′

W̃X|ZY(x′|z′, y)QZY(z′, y) (3.49)

=
∑x′ ,z′ δz, f (x′)δz′ , f (x′)PX|Y(x′|y)QZY(z′, y)

∑x′ : f (x′)=z PX|Y(x′|y) = QZY(z, y) .

(3.50)

Now let us assume that the distribution QZY is optimal for the
smooth min-entropy Hϵ

min(Z|Y)P, i.e. Hϵ
min(Z|Y)P = Hmin(Z|Y)Q. We

can then construct

QXY(x, y) = ∑
z′

W̃X|YZ(x|z′, y)QZY(z′, y) . (3.51)

Note now that due to Eq. (3.50) the pdf QZY(z, y) is recovered by
applying the function f on the register X. By the DPI for the TVD we
have δtvd(QXY, PXY) ≤ δtvd(QZY, PZY) ≤ ϵ. Hence,

Hϵ
min(X|Y)P ≥ Hmin(X|Y)Q = − log pguess(X|Y)Q . (3.52)

Now we simply use Lemma 3.6 to show that

pguess(X|Y)Q = ∑
y

QY(y) pguess(X)Qy (3.53)

≤∑
y

QY(y) pguess(Z)Qy = pguess(Z|Y)Q , (3.54)

where Qy
X(x) = QX|Y(x|y) and Qy

Z(z) = QZ|Y(z|y), respectively.
Combining this with Eq. (3.52) yields the desired bound:

Hϵ
min(X|Y)P ≥ Hmin(Z|Y)Q = Hϵ

min(Z|Y)P . (3.55)

Now we are ready to provide an upper bound on the amount of
randomness that can be extracted from a source. It matches the lower
bound that we derived using two-universal hash functions, and thus
we know that this construction was essentially optimal.1 1 To be more precise, by essentially

optimal we meant that if we apply both
the achievability and converse bounds
to a DMS which produces independent
samples from the distribution PXY , then
our two bounds from Theorems 3.5
and 3.8 asymptotically coincide, i.e. we
can use (3.24) to establish that

lim
n→∞

1
n

L∗ϵ (Xn|Yn)P = H(X|Y) .
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Theorem 3.8. Consider ϵ ∈ (0, 1) and a source with pmf PXY. Then,
any (ϵ, 2L)-extractor for PXY must satisfy

L ≤ Hϵ
min(X|Y)P (3.56)

Or, in other words, we have L∗ϵ(X|Y)P ≤ Hϵ
min(X|Y)P.

Proof. Let us assume there exists a function f that constitutes an
(ϵ, 2L)-extractor. We then necessarily have

δtvd(PZY, UZ × PY) ≤ ϵ (3.57)

for Z = f (X), and thus

Hϵ
min(Z|Y)P ≥ Hmin(Z|Y)U×P = Hmin(Z)U = L , (3.58)

where we simply evaluated the min-entropy for the distribution
UZ × PY, which is ϵ-close to the distribution PZY. Combining this with
Lemma 3.7 yields the bound Hϵ

min(X|Y)P ≥ L, and since this holds
for any (ϵ, 2L)-extractor we have shown the desired statement.





4
Application to statistics: Binary hypothesis testing

Intended learning outcomes:

• You can compute the minimal error probability in binary hypothesis testing with known priors, and un-
derstand its relationship with the total variation distance.

• You are able to apply and analyse threshold tests.
• You understand the setup of symmetric and asymmetric binary hypothesis testing.
• You can apply the Chernoff exponent and Stein’s lemma.

Book reference: Chapter 11, Sections 11.7–11.9 in Cover & Thomas1, 1 T. M. Cover and J. A. Thomas. El-
ements of Information Theory. Wiley,
1991. ISBN 9780471748823. doi:
10.1002/047174882X

but we are not following it too closely.

4.1 Binary hypothesis testing

We consider binary hypothesis testing where we try to distinguish
between two models of a random process. The random process
produces a sequence of random variables X = (X1, X2, . . .) that are
independently drawn from some (unknown) probability distribution
Q ∈ P(X ), where we take X to be any discrete set. Consider the
hypothesis test between two hypotheses, H0 and H1:

H0 : Q = P0

H1 : Q = P1, (4.1)

where P0, P1 ∈ P(X ) are two candidate probability distributions (or
models) of the process creating the random outcome. Our goal is to
deduce, from the observation of the random sequence X, which of
the two hypothesis is correct. H0 is usually called the null-hypothesis
and H1 the alternate hypothesis.

A (deterministic) test for the sequence X(n) = (X1, X2, . . . , Xn) is
a region An ⊂ X n. We say that the alternate hypothesis is accepted
for this test if the observed sequence satisfies (x1, x2, . . . , xn) ∈ An,
and it is rejected otherwise. If the alternate hypothesis is rejected
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the null-hypothesis is maintained. We can then define two kinds of
errors:

αn(An) := Pn
0 (An) (4.2)

βn(An) := 1− Pn
1 (An) (4.3)

The error of the first kind or type-I error, αn(An), captures the accep-
tance of the alternate hypothesis even if the null-hypothesis is true.
The error of the second kind or type-2 error, βn(An), captures the rejec-
tion of the alternate hypothesis even though it is true.

Can you formulate this problem
in the general framework of
probability theory as covered in
Chapter 0? What is a test in this
framework?

Ideally we would like to devise a sequence of tests such that
both of these errors are small, and get smaller as n increases. We
can compute the optimal average error assuming an uniform (or
unbiased) prior on the two distributions.

For two pmfs P0 and P1 and n ∈N, we define the optimal unbiased
average error as

ϵ∗sym,n(P0, P1) :=
1
2

min
An⊂X n

(
αn(An) + βn(An)

)
. (4.4)

Here uniform prior means that the probability we assign to the two
hypotheses prior to observing the random sequence is equal, and
thus ϵ∗sym,n is indeed the probability of making a wrong decision.
However, as their names indicates, often these two hypotheses are
not treated on the same footing. Indeed, the question can be easily
generalised to the case when the prior over the two hypothesis is not
uniform. If p ∈ (0, 1) is the probability that H0 is correct, we define

ϵ∗p,n(P0, P1) := min
An⊂X n

(
pαn(An) + (1− p)βn(An)

)
. (4.5)

The probability p is called the prior in this setting. For such cases it
Example. Assume the alternate hypothesis
is that a patient is suffering from COVID-
19, and the null-hypothesis is that this is
not the case. The error of the first kind is
then a false positive and the error of the
second kind is a false negative. If we devise
a test distinguishing these two hypothesis
we are probably more tolerant of false
positives than false negatives.

is natural to look at a somewhat different and inherently asymmetric
formulation of the problem. Namely, we simply require that one of
the errors (by convention the error of the first kind) is upper bounded
by a constant ϵ and ask how small we can make the other error.

For two pmfs P0 and P1 and n ∈N and ϵ ∈ (0, 1), we define

β∗n(ϵ; P0, P1) := min{βn(An) : αn(An) ≤ ϵ}, (4.6)

where An runs through all subsets of X n.

Asymmetric hypothesis testing also allows us to deal with the situ-
ation when we do not know the prior probabilities. In that case the
sum (or probabilistic mixture) of the two errors does not make sense
and we need to look at the errors independently. We can, however,
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still ask the question how these two errors trade off against each
other. This is done by analysing β∗n(ϵ), and in particular by looking at
its asymptotics for large n.

4.2 Optimal tests for the one-shot setting

We will first try to understand the one-shot setting, i.e. we set n = 1.
Notably, this actually also covers the cases where n > 1 in the sense
that we can always see the joint distributions Pn

0 and Pn
1 as our two

hypothesis. However, in the one-shot setting we do not have any i.i.d.
structure to work with, which often allows us to simplify the problem
when n is large.

It turns out that the minimal error probability ϵ∗sym,1 is related to
the total variation distance, and we will explore this relation first.
We can then deduce a much more general property of optimal tests,
called the Neymann–Pearson lemma.

4.2.1 Hypothesis testing and total variation distance

In the following will see that ϵ∗sym,1 can be expressed in terms of the
total variation distance (tvd) between two pmfs P0 and P1. Recall that
the total variational distance is closely related to the 1-norm, i.e.,
δtvd(P0, P1) =

1
2∥P0 − P1∥1. We can now state the following result for

binary hypothesis testing with general priors.

Proposition 4.1. The one-shot optimal average error is given by

ϵ∗p,1(P0, P1) =
1
2

(
1−

∥∥pP0 − (1− p)P1
∥∥

1

)
. (4.7)

In particular, if p = 1− p = 1
2 , we have ϵ∗sym,1 = 1

2 (1− δtvd(P0, P1)).

This gives a clear operational interpretation for the total variation
distance, which is a widely used distance measure in statistics. On
the one hand, when P0 = P1 the total variation distance vanishes and
the best thing we can do is a random guess. On the other hand, when
P0 and P1 are orthogonal, then we can distinguish them perfectly and
the error vanishes.

Proof of Proposition 4.1. First we observe the following relations:

ϵ∗p,1 = min
A⊂X

(
pP0(A) + (1− p)P1(Ac)

)
(4.8)

= p−max
A⊂X

(
pP0(Ac)− (1− p)P1(Ac)

)
(4.9)

= 1− p−max
A⊂X

(
(1− p)P1(A)− pP0(A)

)
(4.10)
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Combining the two relations we get

2ϵ∗p,1 = 1−max
A⊂X

(
(1− p)P1(A)− pP0(A)

)
−max
A⊂X

(
pP0(Ac)− (1− p)P1(Ac)

)
(4.11)

At this point we can determine which sets achieve the maximum in
these two optimisation. Clearly both maxima are achieved by the set

A∗ = {x ∈ X : (1− p)P1(x) ≥ pP0(x)} . (4.12)

The above expression then simplifies to

2ϵ∗p,1 = 1− ∑
x∈A∗

(1− p)P1(x)− pP0(x)− ∑
x∈Ac∗

pP0(x)− (1− p)P1(x)

(4.13)

= 1− ∑
x∈X

∣∣pP0(x)− (1− p)P1(x)
∣∣ (4.14)

= 1−
∥∥pP0 − (1− p)P1

∥∥
1 . (4.15)

Dividing both sides by 2 then yields the desired result.

4.2.2 The Neyman-Pearson lemma

Example. Consider a DMS with either
P1 = ( 1

2 , 1
2 ) or P2 = ( 3

4 , 1
4 ). For n = 2 we

use the shorthand notation 00, 01, 10, 11 to
denote the different possible sequences in
X 2. The possible threshold tests are:

A α2 β2 T
∅ 0 1 (−∞, 2 log 2

3 )
{00} 1

4
7

16 [2 log 2
3 , log 4

3 )
{00, 01, 10} 3

4
1

16 [log 4
3 , 2)

X 2 1 0 [2,+∞)

Here α = α(A) and β = β(A) are two
two kinds of errors and we give the range of
T which produces this test.

The test in Eq. (4.12) is of the form

A∗ =
{

x ∈ X : log
P0(x)
P1(x)

≤ T
}

. (4.16)

where T = log 1−p
p is a threshold and log P0(x)

P1(x) is the well-known
log-likelihood ratio. We can show that optimal tests must always
have this form.

Lemma 4.2 (Neymann-Pearson Lemma). Let P0, P1 be two pmfs. For
any T ∈ R, define the region

A∗(T) =
{

x : log
P0(x)
P1(x)

≤ T
}

. (4.17)

Then, for any test A and any T ∈ R, the following holds:

α1(A) < α1(A∗(T)) =⇒ β1(A) > β1(A∗(T)) (4.18)

β1(A) < β1(A∗(T)) =⇒ α1(A) > α1(A∗(T)) (4.19)

Proof. We fix T and write A∗(T) = A∗. For every x ∈ X , we have

(1{x ∈ A∗} − 1{x ∈ A}) (P0(x)− 2T P1(x)) ≤ 0 (4.20)

since 1{x ∈ A∗} indicates that P0(x) − 2T P1(x) is negative by the
definition of A∗. Now summing over x ∈ X we find

α1(A∗)− α1(A)− 2T (1− β1(A∗)− (1− β1(A)) ≤ 0 , (4.21)
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or, equivalently, α1(A∗)− α1(A) ≤ 2T (β1(A)− β1(A∗)). Since 2T > 0
the conditions in Eq. (4.18) follows.

4.3 The Chernoff exponent in symmetric hypothesis testing

When we look at n i.i.d. copies of the sample, distributed according
to Pn

0 or Pn
1 , respectively, we make the at first sight surprising obser-

vation that these two distributions get closer and closer to orthogonal
as n → ∞ (unless P0 = P1, of course). Or, in other words, the total
variation distance between Pn

0 and Pn
1 converges to 1 as n→ ∞.

We are interested how fast this convergence to zero is. We will
show the following bound:

Proposition 4.3. For any two pmfs P0 and P1, we have

lim
n→∞

− 1
n

log ϵ∗sym,n(P0, P1) ≥ C(P0, P1) , (4.22)

where we introduced the Chernoff distance or Chernoff exponent,

C(P0, P1) := − min
0≤λ≤1

log ∑
x∈X

P0(x)λP1(x)1−λ . (4.23)

One obviously needs to verify that
C(P0, P1) is positive. To do so, first note
that it suffices to verify that

∑
x

√
P0(x)P1(x) ≤ 1

holds. This is however ensured by the
Cauchy-Schwarz inequality (Prop. 0.8).
Moreover, this ensures that C(P0, P1) ≥
0 with equality iff P0 = P1.

Note that this actually corresponds to an asymptotic upper bound
on the probability of error, so it says that there exists a sequence of
tests for which the error drops as 2−nC(P0,P1). It turns out (but we will
not show this here) that this is optimal, i.e., that equality holds in
Eq. (4.22).

Proof of Proposition 4.3. To show the upper bound on the error proba-
bility, we first argue that, for every λ ∈ [0, 1]:

2ϵ∗sym,n = min
An⊂X n

Pn
0 (An) + Pn

1 (Ac
n) (4.24)

= ∑
xn∈X n

min{Pn
0 (xn), Pn

1 (xn)} (4.25)

≤ ∑
xn∈X n

Pn
0 (xn)λPn

1 (xn)1−λ (4.26)

= ∑
x1∈X

. . . ∑
xn∈X

P0(x1)
λP1(x1)

1−λ . . . P0(xn)
λP1(xn)

1−λ (4.27)

=

(
∑

x∈X
P0(x)λP1(x)1−λ

)n

(4.28)

We take the logarithm on both sides and divide through n to get

What changes when we do the
same analysis for ϵ∗p,n?

1
n

log ϵ∗sym,n ≤ log ∑
x∈X

P0(x)λP1(x)1−λ − 1
n

(4.29)

The last term vanishes in the limit n → ∞, and thus the bound (4.22)
follows by maximising the right-hand side over all λ ∈ [0, 1].



74 information theory and its applications

4.4 Stein’s lemma in asymmetric hypothesis testing

For simplicity we assume that D(P0∥P1) < ∞ in the following, as
otherwise by definition of the relative entropy there are some x ∈ X
with P0(x) > 0 but P1(x) = 0, and, as we will see in the homework,
it is possible to come up with tests that have β∗n(ϵ) = 0 for large
enough n.

Under this assumption, our goal is to show that regardless of the
constant upper bound ϵ on the type-I error, the type-II error behaves
as

β∗n(ϵ) ≈ 2−nD(P0∥P1), (4.30)

where the approximation is up to factors that are sub-exponential in
n. This means that the optimal exponential rate at which the type-II
error approaches zero is determined by the relative entropy (in first
order), thus giving the relative entropy D(P0∥P1) a clear operational
interpretation in statistics. Let us restate this as a theorem:

Theorem 4.4 (Chernoff-Stein Lemma). For every ϵ ∈ (0, 1),

lim
n→∞

− 1
n

log β∗n(ϵ) = D(P0∥P1) (4.31)

For the proof we will use the information spectrum method (see2 2 T. S. Han. Information-Spectrum Methods
in Information Theory. Applications of
Mathematics. Springer, 2002

for more information on that technique). Consider a random variable
X that takes values on X and two pmfs P0, P1 ∈ P(X ) as above.
Recall that the log-likelihood ratio for the two pmfs is the random
variable

Z = log
P0(X)

P1(X)
, (4.32)

where X (and thus Z) is distributed according to P0. The log-likelihood
ratio is an important random variable in the analysis of many differ-
ent information processing tasks. We now introduce the following

Verify that the expectation value
of Z under P0 is D(P0∥P1).

quantity:

For two pmfs P0, P1 and ϵ ∈ (0, 1) we define the information-spectrum
divergence as

Dϵ
s (P0∥P1) := sup {R ∈ R : P0[Z ≤ R] ≤ ϵ} (4.33)

This quantity looks complicated at first sight, but it simply evaluates
exactly where (the value R) we need to cut off the pmf for the log-
likelihood ratio, Z, so that the probability that Z ≤ R is at most ϵ. One
could also simply see it as an inverse of the cumulative distribution
function of Z. (This result can also be interpreted as a consequence of
the Neyman-Pearson lemma, which states that all tests optimising the
two types of errors are threshold tests for the log-likelihood ratio.)
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Figure 4.1: Example of the information
spectrum. The plot shows the cumula-
tive distribution of Z = log P(X)

Q(X)
and

the value of Dϵ
s (P∥Q) for some example

distributions.

Lemma 4.5. Let n ∈ N, ϵ ∈ (0, 1) and δ ∈ (0, 1− ϵ). The following
two inequalities hold:

Dϵ
s (Pn

0 ∥Pn
1 ) ≤ − log β∗n(ϵ) ≤ Dϵ+δ

s (Pn
0 ∥Pn

1 ) + log
1
δ

. (4.34)

For n = 1 this gives bounds on asymmetric hypothesis testing for
any two distributions P0 and P1, without using the i.i.d. structure.
If one plugs in n-fold i.i.d. distributions instead this recovers the
result for general n. This is an example of a one-shot bound, a generic
bound on an information-theoretic quantity that can then be easily
statistically analysed by taking advantage of an i.i.d. or similar
structure.

Proof. To get the lower bound, we use a threshold test in the sense of
Neymann-Pearson (see Lemma 4.2) of the form

AT,n := {xn ∈ X n : Pn
0 (xn) ≤ 2T Pn

1 (xn)} . (4.35)

Let us choose T = Dϵ
s (Pn

0 ∥Pn
1 )− µ for some µ > 0 that can be chosen

arbitrarily small. The reason we need this small slack µ > 0 is simply
that by definition of the supremum in (4.33) this ensures that we have
αn(AR,n) = Pn

0 (AR,n) ≤ ϵ for any µ > 0, while the same might not
necessarily be true for µ = 0.3 Moreover, we have 3 Recall the definition of the supremum

on sets that are not closed and note
that the set of all R ∈ R satisfying
P[Z ≤ R] ≤ ϵ is not closed in general.βn(AT,n) = Pn

1 (Ac
T,n) (4.36)

= ∑
xn∈X n

Pn
1 (xn) 1{Pn

0 (xn) > 2T Pn
1 (xn)} (4.37)

≤ 2−T ∑
xn∈X n

Pn
0 (xn) 1{Pn

0 (xn) > 2T Pn
1 (xn)} (4.38)

≤ 2−T . (4.39)
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This directly implies that β∗n(ϵ) ≤ 2−T , or, equivalently,

− log β∗n(ϵ) ≥ Dϵ
s (Pn

0 ∥Pn
1 )− µ . (4.40)

Since this holds for all µ > 0 we get the desired inequality.
To get the upper bound, let An be the optimal test for β∗n(ϵ), i.e.

we have αn(AT,n) ≤ ϵ and βn(AT,n) = β∗n(ϵ). Note that due to
Lemma 4.2 we can assume that the optimal test is a threshold test,
but T is still to be determined. We can establish the following se-
quence of inequalities:

1− Pn
0

(
log

Pn
0 (Xn)

Pn
1 (Xn)

≤ R
)

= ∑
xn∈X n

Pn
0 (xn) 1{Pn

0 (xn) > 2RPn
1 (xn)} (4.41)

≥ ∑
xn∈X n

(
Pn

0 (xn)− 2RPn
1 (xn)

)
1{Pn

0 (xn) > 2RPn
1 (xn)} (4.42)

≥ ∑
xn∈X n

(
Pn

0 (xn)− 2RPn
1 (xn)

)
1{xn ∈ Ac

n} (4.43)

= Pn
0 (Ac

n)− 2RPn
1 (Ac

n) (4.44)

= 1− αn(An)− 2Rβn(An) (4.45)

≥ 1− ϵ− 2Rβ∗n(ϵ) . (4.46)

The critical step is to get from Eq. (4.42) to Eq. (4.43). To verify this,
note that the test 1{Pn

0 (xn) > 2RPn
1 (xn)} is actually the one that

maximises the sum since it cuts out all negative contributions. Any
other test, including Ac

n, can thus only reduce the sum.
Now, if we choose R = log δ− log β∗n(ϵ), the above implies that

Pn
0 (Z ≤ R) ≤ ϵ + δ (4.47)

and thus we have Dϵ+δ
s (Pn

0 ∥Pn
1 ) ≥ R = − log β∗n(ϵ) + log δ, which is

the desired upper bound.

In the homework you have shown that the following asymptotic
limit holds. The limit is essentially a direct consequence of the law of
large numbers applied for the random variable Z = ∑n

i=1 log P0(Xi)−
log P1(Xi), where Xi are i.i.d. distributed according to the law P0. As an aside, we can evaluate the

quantity on the left, 1
n Dϵ

s (Pn
0 ∥Pn

1 ),
even to higher orders in n using the
central limit theorem. While we will not
need this here, analysing such higher
order terms has been a fruitful area
of research recently as it allows us to
make more precise statements about
optimal errors for smaller n, and thus
for practical settings where we are far
from the asymptotic setting of very
large n.

Lemma 4.6. Let P0, P1 ∈ P(X) such that D(P0∥P1) < ∞ and ϵ ∈
(0, 1). Then,

lim
n→∞

1
n

Dϵ
s (Pn

0 ∥Pn
1 ) = D(P0∥P1) . (4.48)

Proof of Theorem 4.4. The proof of the theorem is evident once we
combine Lemma 4.5 and Lemma 4.6. Namely, from Lemma 4.5 we
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get

1
n

Dϵ
s (Pn

0 ∥Pn
1 ) ≤ −

1
n

log βn(ϵ) ≤
1
n

Dϵ+δ
s (Pn

0 ∥Pn
1 ) +

1
n

log
1
δ

(4.49)

and in the limit n→ ∞ both the lower and upper bound converge to
the relative entropy by Lemma 4.6.





5
Error correcting codes

• You will be familiar with the concept of error correcting codes and can compute their rate and minimal
distance.

• You know what finite fields are and how to come up with the multiplication table for simple examples.
• You can construct a linear code from its generator matrix or parity check matrix.
• You understand and can construct basic Reed-Solomon codes.
• [Not part of exam] You understand the basics behind low density parity check codes and the use of be-

lief propagation for decoding.

5.1 Definitions and bounds on codebook size

Error correcting codes are a very rich topic and are studied by com-
munication engineers, computer scientists and mathematicians alike.
In computer science, for example, they are used in complexity theory,
cryptography, and the study of pseudo-randomness. We can only
touch the very surface of this theory here. We will first discuss some
general properties of codes and particularly linear codes, and then
move on to describe one widely used class of codes in more detail,
the Reed-Solomon family of codes.

In the following we will consider codewords that are strings of a
fixed length, on some alphabet Σ. The following notions are useful.

The Hamming weight of a string xn ∈ Σn is defined as
∣∣{i : xi ̸=

0}
∣∣, i.e., the number of nonzero elements of xn. The Hamming distance

between two strings xn, yn ∈ Σn is defined as

δ(xn, yn) =
∣∣{i : xi ̸= yi}

∣∣, (5.1)

i.e., the number of locations where the strings differ.

We will now introduce the notion of an error correction code, or
simply code for the remainder of this chapter.
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An error correction code C of length n over a finite alphabet Σ is a
subset of Σn. The elements of C are called codewords, and C is some-
times also called the codebook.

We will use the following properties and definitions:

• An error correction code is a binary code if Σ = {0, 1}. (We will
mostly consider binary codes in the following.)

• A binary code is a linear code if C is a subspace of {0, 1}n. This
means that for any two codewords c, c′ ∈ C, the bitwise XOR of c
and c′, denoted c⊕ c′, is an element of C as well. In particular, the
all zero vector is in C. (The notion of linear codes can be extended
to different alphabets, as we will see later.)

• The size of the codebook is denoted by |C|.

• The rate of the code is defined as

R(C) =
log |C|
log |Σn| =

log |C|
n log |Σ| (5.2)

• The minimal distance of a code C, denoted d(C), is defined as

d(C) = min
c,c′∈C
c ̸=c′

δ(c, c′) (5.3)

Consider the code C ∈ {0, 1}n

where each codeword is con-
structed by adding a parity bit to
a bit string of length n − 1. Is this
a linear code? What can you say
about its minimum distance?

The following relationships between minimal distance of a binary
code and its use for error correction are rather immediate. Consider a
binary code with minimum distance d. Such a code can be used to

• Detect up to d− 1 bit flip errors.

• Correct up to ⌊ d−1
2 ⌋ bit flip errors.

• Correct up to d− 1 erasures.

In the erasure model the decoder is informed which bits of the
codeword are faulty.

The following bounds establish a relationship between these
parameters, limiting the size of the code in terms of the other parame-
ters.

Lemma 5.1 (Hamming bound). Let C be a binary code with block length
n and distance d. Then,

|C| ≤ 2n

⌊ d−1
2 ⌋

∑
i=0

(
n
i

)−1

(5.4)
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In particular, when d = 3 we have |C| ≤ 2n

n+1 .

Proof. For every codeword c define its neighbourhood N(c, r) as all
the strings that differ from c in at most r locations. Setting r = ⌊ d−1

2 ⌋,
we note that N(c, r) ∩ N(c′, r) = ∅ for any two distinct codewords c
and c′. Moreover, we have

|N(c, r)| =
r

∑
i=0

(
n
i

)
. (5.5)

Hence, we can write

2n ≥
∣∣∣∣∣⋃
c∈C

N(c, r)

∣∣∣∣∣ = ∑
c∈C
|N(c, r)| = |C|

r

∑
i=0

(
n
i

)
. (5.6)

Solving this for |C| yields the desired inequality.

Note that for this bound to hold with equality the space must be
exactly filled out by these neighbourhood balls. We call codes for
which this is true perfect codes. The following bound applies to all
codes, not only binary codes.

Lemma 5.2 (Singleton bound). Let C be a code with block length n and
distance d on an alphabet with |Σ| = q. Then, we must have

|C| ≤ qn−d+1 . (5.7)

Proof. First observe that there are qn possible codewords. Let C be an
arbitrary code of minimum distance d. Clearly, all codewords c ∈ C
are distinct. Moreover, if we puncture the code by deleting the first
d − 1 letters of each codeword, then all resulting codewords must
still be pairwise different. The newly obtained codewords each have
length n− (d− 1) = n− d + 1, and thus, there can be at most qn−d+1

of them.

5.2 Introduction to finite field arithmetic

[This is a rather informal discussion of a topic that itself deserves
several lectures, but it is sufficient for our purposes.]

A finite field is a field (on which addition, subtraction, multiplica-
tion and division are defined) with a finite number of elements. Such
fields are denoted by Fq where q is the number of elements in the
field, or its dimension. For each dimension, the field is unique up to a
relabelling of the elements. The idea is that such fields behave like Q,
R or C, with the usual rules for addition and multiplication.

A bit more formally, we have two binary operations on Fq denoted
by + and · and the following properties (here a, b and c are any
elements of Fq):



82 information theory and its applications

Associativity: a + (b + c) = (a + b) + c and a · (b · c) = (a · b) · c.
Commutativity: a + b = b + a and a · b = b · a.
Identities: There exist two different elements 0, 1 such that a + 0 = a

and a · 1 = a.
Additive inverse: Every a has an additive inverse, denoted −a, such

that a + (−a) = 0.
Multiplicative inverse: Every a ̸= 0 has a multiplicative inverse,

denoted a−1, such that a · a−1 = 1.
Distributivity: a · (b + c) = (a · b) + (a · c).

Such fields exist only for particular numbers of elements, namely
when q = pℓ for some prime p and ℓ ∈N.

Verify the above properties for F2
and F3. Can you find the inverse
of 2 for a general Fq with prime q?
Use that q + 1 is even...

For Fq where q is prime we can always simply denote the elements
of Fq by the integers {0, 1, . . . , q − 1} and use integer addition and
multiplication modulo q as our operations. Most of the properties
above immediately follow, except for the existence of a multiplicative
inverse, which requires a justification.1

1 To verify the existence of the inverse,
we only need to show that for every
a ̸= 0, we have {a · b : b ∈ Fq} = Fq,
and thus, there exists in particular
one element b such that a · b = 1. To
verify the aforementioned property,
assume for the sake of contradiction
that there exist b > b′ such that
a · b− a · b′ = a · (b− b′) = 0 mod p.
But the prime factors of a and b− b′ do
not contain p since a < p and b− b′ < p.
Therefore, we can never have a · b = a · b′
mod p unless b = b′.

In any case, this strategy fails when q = 4 is not a prime. The
problem is that using multiplication modulo 4 we get

2× 0 = 0 (5.8)

2× 1 = 2 (5.9)

2× 2 = 4 mod 4 = 0 (5.10)

2× 3 = 6 mod 4 = 2 , (5.11)

and hence 2 does not have a multiplicative inverse.
When q is a prime power q = pℓ we can derive the arithmetic

using a polynomial ring. We give the construction here; but we do
not attempt to show why it works or that it is unique. (This would
require us to wade into number theory.) First, we denote the ele-
ments of Fq by strings of length ℓ with elements in Fp. In particular,
if the underlying prime is 2, these are simply binary strings, e.g.,
F4 = {00, 01, 10, 11}. We can then interpret these elements as poly-
nomials of degree ℓ − 1 with coefficients in Fp. Again, for F4 the
polynomials corresponding to the four elements would be 00 → 0,
01→ 1, 10→ x and 11→ x + 1.

Verify that x2 + x + 1 is indeed
irreducible over F2? Is it also
irreducible over F3?

We can add these polynomials modulo p for each coefficient
individually, so in particular for p = 2 the negation of each number is
just the number itself. For multiplication, we simply do this modulo
an irreducible polynomial.2 The choice of irreducible polynomial

2 An irreducible polynomial is one
that cannot be decomposed into a
product of lower-degree polynomials.
In particular, it has no roots in Fp.
This condition is also sufficient for
polynomials of degree at most 3.

turns out not to matter — the resulting fields are equivalent up to
relabelling of elements.

Example. For F4 we can take the irreducible polynomial to be x2 + x + 1. So
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for the above labelings {00, 01, 10, 11} of elements, we get

10× 00→ x× 0 = 0→ 00

=⇒ 10× 00 = 00 (5.12)

10× 01→ x× 1 = x → 10

=⇒ 10× 01 = 10 (5.13)

10× 10→ x× x = x2 mod x2 + x + 1 = x + 1→ 11

=⇒ 10× 10 = 11 (5.14)

10× 11→ x× (x + 1) = x2 + x mod x2 + x + 1 = 1→ 01

=⇒ 10× 11 = 01 . (5.15)

Hence, 10 and 11 are multiplicative inverses of each other. The full addition
and multiplication tables can then be written down as follows:

+ 00 01 10 11
00 00 01 10 11
01 01 00 11 10
10 10 11 00 01
11 11 10 01 00

× 00 01 10 11
00 00 00 00 00
01 00 01 10 11
10 00 10 11 01
11 00 11 01 10

Similar constructions can be done for every prime power, and,
quite importantly for practical applications, all of this arithmetic can
be implemented highly efficiently in computer programs.

5.3 Linear codes

Linear codes are defined on a finite field Fq, and codewords of length
n are vectors in Fn

q , that is, C ⊂ Fn
q .3 Similar to the binary case (with 3 One has to be careful here and distin-

guish Fpn from Fn
p . The first is a finite

field itself whereas the latter is a vector
space where addition is defined but not
multiplication.

q = 2) discussed earlier, linear codes are defined by their property
that for any c, c′ ∈ C, we have that c + c′ ∈ C, where addition is
element-wise and according to the rules of the underlying field Fq.
Since linear codes form subspaces we can express every codeword
as a linear combination of a basis of codewords. We denote by k the
dimension of the subspace, or the minimal number of codewords
needed to form a basis. A linear code with a k-dimensional subspace
of an n-dimensional space is referred to as a [n, k]q-code. Furthermore,
if it has minimum distance d, we call it an [n, k, d]q-code. We usually
drop the subscript q when it is clear from context, e.g., when we are
discussing binary codes.

Let C be an [n, k]q-code. A matrix G ∈ Fn×k
q is said to be a genera-

tor matrix for C if its k columns span C.
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Using the generator matrix we can encode any binary string x ∈ Fk
q

into a codeword c ∈ Fn
q by the matrix multiplication c = Gx. Note

that a linear code admits different generator matrices, corresponding
to the different choices of basis for the code as a vector space. In
practice, this corresponds to different encodings of the messages into
codewords, with the same fixed set of codewords.

Example. Consider the binary repetition
code for n = 3 comprised of the codewords
000 and 111. The generator matrix for this
code is G = (1, 1, 1)T .

For linear codes we can also give a bound on the codebook size —
the Singleton bound simply evaluates to k ≤ n− d + 1 or

d ≤ n− k + 1 . (5.16)

There are two generic ways two characterise a subspace:

• By specifying a basis of the subspace, as we have done above using
the generator matrix.

• By specifying a basis of the orthogonal subspace.

For linear codes that orthogonal subspace is spanned by vectors that
are orthogonal to the linear subspace spanned by the codewords.
Those vectors can be interpreted as parity checks.

Let C be an [n, k]-code. A matrix H ∈ F(n−k)×n
q is said to be a par-

ity check matrix for C if Hc = 0 for every c ∈ C.

Example. The Hamming code is a binary [7, 4, 3]-code given by codewords of
the form

x1, x2, x3, x4, x2 ⊕ x3 ⊕ x4, x1 ⊕ x3 ⊕ x4, x1 ⊕ x2 ⊕ x4 .
(5.17)

A possible generator matrix for this code is given by

G =



1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1
0 1 1 1
1 0 1 1
1 1 0 1


(5.18)

A possible parity check matrix is given by

H =

0 1 1 1 1 0 0
1 0 1 1 0 1 0
1 1 0 1 0 0 1

 (5.19)

The Hamming code is a perfect code since 2k = 2n

n+1 for k = 4 and n = 7.
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The dual of a binary [n, k]-code C, the [n, n− k]-code C⊥, is the space
spanned by all codewords c′ ∈ Fn

q such that

n

∑
i=1

cic′i = 0 (5.20)

for all c ∈ C.

From the definition we can see that G⊥ = HT and H⊥ = GT . In
particular, the dual of a dual code is the code itself.

5.4 Reed-Solomon codes

Reed-Solomon were first used to do error correction for the Voyager
program and became really widespread in their use to protect against
errors on compact discs. They are still used in two-dimensional bar
codes like QR codes.

The Reed-Solomon code is actually a family of codes, where every
code is characterised by three parameters: an alphabet size q, a block
length n, and a message length k, with k < n ≤ q. In this code a
message m = (m0, m1, . . . , mk−1) ∈ Fk

q is first mapped to a polynomial
pm(x) with x ∈ Fq of degree k− 1 given by

pm(x) =
k−1

∑
i=0

mixi. (5.21)

The codeword for m is then obtained by evaluating pm at n different
points xi ∈ Fq for i ∈ [n], i.e.

C(m) = (pm(x1), . . . , pm(xn)) . (5.22)

This constitutes a linear code with the generator matrix G ∈ Fk×n
q

given by

G =


1 1 . . . 1
x1 x2 . . . xn
...

...
...

xk−1
1 xk−1

2 . . . xk−1
n


T

(5.23)

The basic idea is that a polynomial of order k− 1 is uniquely specified
if we know its value at k points or more.

Lemma 5.3. The above Reed-Solomon code is a [n, k, n− k + 1]q-code.

Proof. The code is an [n, k]q-code by construction. The only property
we need to show here is that the minimal distance of the code is
given by d = n− k + 1.
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On the one hand, we can generally write δ(c1, c2) = δ(c1 − c2, 0)
for any two codewords c1, c2 ∈ C, where c1 − c2 is also a codeword
since C is linear. Hence, the minimal distance of the codebook of any
linear code is simply given by the minimal Hamming weight of its
nonzero codewords. But since for any m ̸= 0, the polynomial pm(x) is
nontrivial and of order at most k− 1, we know that it has at most k− 1
roots, so we must have d ≥ n− (k− 1) = n− k + 1.

On the otherhand, we observe that by the Singleton bound we
must have d ≤ n− k + 1, therefore concluding the proof.

Example. If we choose q = 2n we can interpret the Reed-Solomon code
as a binary code. For q = 22, n = 4 and k = 2 we get the following
mappings, where each symbol {0, 1, 2, 3} can be interpreted as a binary
sequence {00, 01, 10, 11}. The codewords are constructed by evaluating the
polynomial at the points {0, 1, 2, 3}, using the multiplication and addition
rules for F4 discussed in Section 5.2. For example, we get

What is the encoding of the
strings 0000 and 0110?

0011 = {0, 3} → 3 + 0x → {3, 3, 3, 3} = 11111111 (5.24)

1001 = {2, 1} → 1 + 2x → {1, 3, 2, 0} = 01111000 (5.25)

1110 = {3, 2} → 2 + 3x → {2, 1, 3, 0} = 10011100 . (5.26)

The above should be read as “initial bit string” = “written as two values in
F4 by interpreting it as binary representation”→ “corresponding polyno-
mial of degree 1”→ “polynomial evaluated at x = {0, 1, 2, 3} = “encoded
bit string using binary representation”.

5.5 Low density parity check (LDPC) codes

[The detailed content of this section will not be part of the exam;
however, you should understand the basic principles behind LDPC
codes. This section is handed out as a separate document.]



6
Noisy channel coding

Intended learning outcomes:

• You can compute the channel mutual information, suitably simplifying the calculation if the channel
exhibits symmetry.

• You understand the formal setup of the noisy channel coding problem, and are familiar with the binary
symmetric channel (BSC), binary erasure channel (BEC) and additive white Gaussian noise (AWGN)
channel.

• You know the difference between asymptotic and one-shot bounds and can derive the former from the
latter.

• You can determine the type of a sequence and compute the empirical distribution.
• You understand the concept of random codes and derandomization.
• You can determine if a discrete memoryless source (DMS) can be transmitted through a discrete mem-

oryless channel (DMC) using the source-channel separation theorem.

Book reference: Chapter 7 in Cover & Thomas1. 1 T. M. Cover and J. A. Thomas. El-
ements of Information Theory. Wiley,
1991. ISBN 9780471748823. doi:
10.1002/047174882X

6.1 Channel mutual information

To quote Shannon from his pivotal paper “A Mathematical theory of
communication”:

The fundamental problem of communication is that of reproducing at
one point either exactly or approximately a message selected at another
point.

The basic setup of the communication problem consists of a source
that generates digital information which is to be reliably commu-
nicated to a destination through a channel, preferably in the most
efficient manner possible. The destination could be spatially or tem-
porally separated.

In this chapter we will first learn how to transmit a source that pro-
duces messages with uniform probability from some set of messages
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and then argue that the optimal strategy to transmit an arbitrary
source is to first compress it (which makes it approximately uniform)
and then send it over the channel. The latter is called the source-
channel separation theorem since it allows to treat channel coding
and source coding independently as two separate tasks, without loss
of efficiency — at least in the asymptotic limit of large block lengths.

Before we state the main theorem of this chapter we want to
explore the following quantity:

We fix alphabets of input symbols, X , and output symbols, Y . Let
W be a channel, a stochastic map represented as a conditional prob-
ability distribution WY|X(y|x). The channel mutual information of W
is defined as

I(W) := max
PX∈P(X )

I(X : Y) , (6.1)

where PXY(x, y) = PX(x)WY|X(y|x) is the joint distribution of chan-
nel input and output.

This is the maximal mutual information between channel input and
output. The quantity is often called “channel capacity” in the litera-
ture, and we will see that it in fact corresponds to the maximal rate
at which information can be transmitted over the channel in a later
section. However, we prefer to keep a semantic difference between
information quantities, like the channel mutual information, and op-
erational quantities, like the channel capacity. Only through the study
of information theory do we actually establish their equivalence, and
usually only in special cases, e.g. for discrete memoryless channels in
this case.

The optimisation is well-behaved since the underlying function is
concave in PX , as the following lemma shows.

Lemma 6.1. For a channel W, the mutual information between channel
input and output, I(X : Y), is concave in the marginal pmf PX .

Proof. We have I(X : Y) = H(Y)− H(Y|X), which we may write as

I(X : Y) = H(Y)−∑
x

PX(x)H(Y|X = x), (6.2)

where PY(y) = ∑x PX(x)PY|X(y|x). By concavity of the entropy
function we now see that the first term is concave in PX. The second
term is linear and thus concave in PX as well.

One very important consequence of this concavity is that we can
simplify the optimisation for symmetric channels. The strongest
symmetry we consider here is one where every permutation of input
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symbols can be “undone” be doing a respective permutation of the
output symbols of the channel. The permutation group SX contains

all bijective functions from X → X
and each π ∈ SX corresponds to
a relabelling of the different input
symbols in X . The total number of
permutations is given by |SX | = |X |!.

Proposition 6.2. Consider a channel W such that for some subgroup of
permutation S ⊆ SX and every π ∈ S, there exists a permutation π̃ ∈
SY such that W(y|x) = W(π̃(y)|π(x)) for all x ∈ X and y ∈ Y .
Then, there is an input distribution QX achieving the channel mutual in-
formation and satisfies QX(x) = QX(π(x)) for all π ∈ S and x ∈ X .

Notably, when S is the cyclic group on X (or if S = SX ), then
the only input distribution that satisfies the above property is the
uniform distribution, PX(x) = 1

|X | . In this case the channel mutual
information is simply given by I(X : Y) where X is uniformly
distributed, and no maximisation is needed.

Proof. Let d = |X |. Assume PX is a pmf that achieves the channel
mutual information. In a first step, we want to show that I(X : Y)P =

I(X : Y)Pπ for any permutation π ∈ S and Pπ
X (x) = PX(π

−1(x)). For
this purpose we introduce the random variable π(X) and note that

X ←→ π(X)←→ π̃(Y)←→ Y (6.3)

form a Markov chain. Hence, by data-processing I(X : Y)Pπ ≥
I(X : Y)P — but since we started with the assumption that PX is a
maximiser the two mutual informations must in fact be equal.

Next we use this identity to write

I(W) = I(X : Y)P = ∑
π∈S

1
|S| I(X : Y)Pπ . (6.4)

This can be interpreted as the expectation value of I(X : Y), where
the pmf is chosen uniformly at random from amongst the permuted
pmfs Pπ . However, since the mutual information is concave in the
pmf, we have that

∑
π∈S

1
|S| I(X : Y)Pk ≤ I(X : Y)Q, (6.5)

where

QX(x) = ∑
π∈S

1
|S|P

π
X (x) = ∑

π∈S

1
|S|PX(π

−1(x)) (6.6)

is the expected pmf of X. Hence, the pmf QX performs at least as
good as PX, and thus must also achieve the channel mutual informa-
tion. Finally, we show that QX(π(x)) = QX(x). To see this, we use
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that S is a group and

QX(π(x)) = ∑̄
π∈S

1
|S|PX(π̄

−1 · π(x)) (6.7)

= ∑̄
π∈S

1
|S|PX(π̄

−1(x)) = QX(x) (6.8)

by a change of variable.

We will now consider two very prominent examples of communi-
cation channels and compute their channel mutual information.

1. The binary symmetric channel (BSC) takes a binary input to a binary
output. The bit is flipped with a certain probability, here denoted
ϵ, and otherwise left intact:

0

1

0

1

1− ε

1− ε

ε

ε

Figure 6.1: Binary symmetric channel
with cross-over probability ϵ.

The conditional probability distribution of the channel is given by

WBSC(ϵ)(y|x) = (1− ϵ)1{x = y}+ ϵ 1{x ̸= y} . (6.9)

The channel mutual information for the BSC is easy to evaluate,
even without invoking Proposition 6.2 — which does clearly apply
here. Let us simply note that H(Y|X = x) = h(ϵ), the binary
entropy evaluated for ϵ, and this is independent of x ∈ {0, 1}.
Hence the mutual information is given by I(X : Y) = H(Y) −
h(ϵ), which is maximised when Y is uniformly distributed. This
is achieved when X is uniformly distributed itself. Hence, the
channel mutual information is given by

I(WBSC(ϵ)) = 1− h(ϵ) . (6.10)

2. The binary erasure channel (BEC) takes a binary input to a ternary
output, {0, 1,⊥}. The output ⊥ has probability ϵ on either input,
and otherwise the input symbol remains unaffected. Essentially
this is a channel that flags errors:

The conditional probability distribution of the channel is given by

WBEC(ϵ)(y|x) = (1− ϵ)1{x = y}+ ϵ 1{y =⊥} . (6.11)

By Proposition 6.2 we can again argue that the maximising input
distribution is the uniform distribution. And we get the output
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0

1

0

1

⊥

1− !

1− !

!

!

Figure 6.2: Binary erasure channel with
error probability ϵ.

distribution

PY(y) =

 1
2 (1− ϵ) if y ∈ {0, 1}
ϵ if y =⊥

(6.12)

We again have H(Y|X = x) = h(ϵ) independent of x and can then
compute

I(WBEC(ϵ)) = H(Y)− h(ϵ) (6.13)

= −2 · 1
2
(1− ϵ) log

1
2
(1− ϵ)− ϵ log ϵ− h(ϵ) (6.14)

= (1− ϵ) + h(ϵ)− h(ϵ) (6.15)

= 1− ϵ (6.16)

For the general case the problem is a bit more difficult, but con-
cavity ensures that if we find a local maximum for the mutual in-
formation then that maximum is in fact global. Based on this, there
are algorithms that can compute the channel mutual information
efficiently for any stochastic map.

The following expression for the channel mutual information is
useful to know, and expresses it as the information radius of the
channel. We will need it later to prove the converse.

Proposition 6.3. For any stochastic map W, we have

I(W) = min
Q∈P(Y)

max
x∈X

D(WY|X(·|x)∥QY) . (6.17)

In particular, there exists a distribution Q∗ ∈ P(Y) such that
D(WY|X(·|x)∥QY) ≤ I(W) for all x ∈ X .

Proof. We first write, using the definition of the channel mutual
information,

I(W) = max
PX∈P(X )

D(PXY∥PX × PY) (6.18)

= max
PX∈P(X )

min
QY∈P(Y)

D(PXY∥PX ×QY), (6.19)
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where the second equality comes from the fact that D(PXY∥PX ×
QY) = D(PXY∥PX × PY) + D(PY∥QY) and the minimum is thus
achieved for QY = PY. If we further rewrite

D(PXY∥PX ×QY) = ∑
x∈X

PX(x)D(WY|X(·|x)∥QY) (6.20)

we realise that this quantity is linear in PX and convex in QY. The
idea then is to use Sion’s minimax theorem2, which states that the 2 Maurice Sion. On General Minimax

Theorems. Pacific Journal of Mathematics,
8:171–176, 1958

minimum and maximum in the above expressions can be inter-
changed. Hence, we get

I(W) = min
QY∈P(Y)

max
PX∈P(X )

∑
x∈X

PX(x)D(WY|X(·|x)∥QY) . (6.21)

Finally note that the maximum in the above expression is taken for a
PX that is concentrated on a single point. This yields the expression
in (6.17).

6.2 The channel coding theorem

Let us now move on to a more operational description of the channel
coding problem. As we have seen a noisy channel can be described
by a conditional probability distribution WY|X. If such a channel
can be used multiple times, without any memory effects, we speak
of a discrete memoryless channel (DMC). We will not consider more
complicated channels that change over time or have memory effects
here, and thus our definition is restricted to the discrete memoryless
case.

A discrete memoryless channel W is fully characterised by a stochas-
tic map W = WY|X. For any n ∈ N, the stochastic map Wn takes
a sequence of input symbols xn ∈ X n to a sequence of output sym-
bols yn ∈ Yn such that

P
[
Yn = yn∣∣Xn = xn] = Wn(yn|xn) =

n

∏
i=1

WY|X(yi|xi) . (6.22)

For our definition of codes, we can without loss of generality
assume that the messages we are interested to send are in fact bit
strings, i.e. M ∈ {0, 1}L. Any message set can obviously be encoded
using bit strings, for example by using a compression algorithm!

An (ϵ, 2L, n)-channel code for a DMC W is comprised of

• an encoder function e : {0, 1}L → X n and

• a decoder function d : Yn → {0, 1}L.
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M e
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X2

...

Xn

W

W

...

W

Y1

Y2

...

Yn

d M̂

Wn

Figure 6.3: The channel coding setup.
The figure depicts the setup for block
length n. The encoder, e, takes a mes-
sage M and encodes it into n channel
input symbols, X1, X2, . . . , Xn. The
channels act independently on these
input symbols. The channel outputs
Y1, Y2, . . . , Yn are decoded using the
decoder, d, to an estimate M̂ of M.

Consider the Markov chain M ↔ Xn ↔ Yn ↔ M̂ where M fol-
lows the uniform distribution on {0, 1}L, the channel input is X =

e(M), the channel output Yn follows the distribution in (6.22), and
M̂ = d(Y). For an (ϵ, 2L, n)-channel code we require that these ran-
dom variables satisfy P[M ̸= M̂] ≤ ϵ.

Here n is called the block length, L is the message length in bits,
and ϵ is the allowed average probability of error.

This allows us to define the concept of achievable rates and capac-
ity of a DMC.

We say that a rate R is a achievable for a DMC W if there exists a
sequence of (ϵn, 2⌈nR⌉, n) codes for all n ∈N such that

lim
n→∞

ϵn = 0 (6.23)

The channel capacity of W, denoted C(W), is the supremum over all
achievable rates R.

The main theorem of this chapter now relates the channel capacity
of a DMC with the maximal mutual information of the underlying
stochastic map.

Theorem 6.4 (Channel coding theorem). For a DMC W with stochas-
tic map W, we have

C(W) = I(W) . (6.24)

We will prove this theorem in several steps. First we will derive
an upper bound on the cardinality of the message set that holds even
for a single use of the channel, the so-called meta-converse. From this
we will then prove the converse (upper bound on the rate) and finally
show how this rate can be achieved.
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6.2.1 The meta-converse

The task in noisy channel coding is to transmit a message reliably
over a DMC. We will for now assume that the message is uniformly
distributed over some set of messages, but this assumption will be
relaxed in the next section. Same as with source coding, we will
eventually consider this problem in an asymptotic scenario where the
the number of times the channel can be used, n, is taken to infinity.
However, some results can conveniently be stated in a one-shot setting,
without such a limit in mind, and we will do this here. Let us first
define the notion of a code in the one-shot setting.

M e X W Y d M̂

The condition on the distribution of M implies that ϵ enforces an
average error criterion. We could alternatively also require that the
probability of error is small for any distribution of M, which would
enforce a maximum error criterion.

Our first result is a bound on the cardinality of the message set.
This result is called the meta-converse as it can be used to derive
various different fundamental limits (or converse bounds). This result
was only established (relatively) recently by Polyanskiy-Poor-Verdú3. 3 Yury Polyanskiy, H. Vincent Poor,

and Sergio Verdú. Channel Coding
Rate in the Finite Blocklength Regime.
IEEE Transactions on Information Theory,
56(5):2307–2359, may 2010. doi:
10.1109/TIT.2010.2043769

So even though information theory (and in particular channel coding)
is by now a very well-established discipline, some progress can still
be made when it comes to simplifying mathematical proofs and
presenting them in a unified way.

Proposition 6.5. For any (ϵ, 2L, 1)-channel code for a stochastic map
W, we have

L ≤ max
PX∈P(X )

min
QY∈P(Y)

log
1

β∗ϵ(PXY∥PX ×QY)
, (6.25)

where PXY(x, y) = PX(x)WY|X(y|x) is the joint distribution of chan-
nel input and output and β∗ϵ(PXY∥ PX×QY) is the minimal error of the
second kind, as defined as in Eq. (4.6), for the hypothesis testing problem
where H0 is PXY and H1 is PX ×QY.

The way to think about this hypothesis test is the following. The
null hypothesis is that PXY are in fact the channel input and output
of our channel W, and the alternative hypothesis is that the output
QY has been produced independently of the input PX, i.e. that it is
the output of a channel that is completely useless for information
transmission.

We provide the proof here for the special case where the encoder
and decoder are deterministic and the encoder is furthermore injec-
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tive, i.e. the function e uniquely maps messages to channel inputs.
These assumptions make the proof a bit simpler but are not really
restrictive. It is easy to verify that for any code using randomness
there is a deterministic one performing at least equally well, and non-
injective codes give up on distinguishing certain messages from the
start, which can only give an advantage in extreme regimes where we
tolerate large error and want to transmit more messages than fit into
the channel alphabet.

Proof of Proposition 6.5. We first consider a fixed (ϵ, 2L, 1)-channel
code that induces a distribution

PX(x) = 2−L ∑
m∈{0,1}L

1{e(m) = x} . (6.26)

on the channel input. By assumption, such a code must satisfy
P[M ̸= M̂] ≤ ϵ. We now consider the hypothesis testing prob-
lem at hand, where H0 is PXY and H1 is PX × QY for some arbitrary
distribution QY ∈ P(Y). For this problem we take the test

A = {(x, y) ∈ X ×Y : x ̸= e(d(y))} (6.27)

We can then compute the errors of the first and second kind for this
test. This yields

α(A) = PXY(A) = P[X ̸= e(d(Y))] = P[e(M) ̸= e(M̂)] (6.28)

≤ P[M ̸= M̂] ≤ ϵ . (6.29)

Furthermore,

β(A) = PX ×QY(Ac) (6.30)

= 2−L ∑
x,y

∑
m∈{0,1}L

QY(y)1{e(m) = x} 1{x = e(d(y))} (6.31)

= 2−L ∑
y

∑
m∈{0,1}L

QY(y) 1{e(m) = e(d(y))} (6.32)

= 2−L ∑
y

QY(y) = 2−L , (6.33)

where in the penultimate equality we used that e is injective, and
thus there exists exactly one m for which e(m) = e(d(y)) holds.
Hence, we can deduce that β∗ϵ(PXY∥ PX ×QY) ≤ 1

|M| , and, optimising
over QY, we find

L ≤ min
QY∈P(Y)

log
1

β∗ϵ(PXY∥PX ×QY)
. (6.34)

Finally, since we do not know the distribution PX that the code
induces — it depends on the specific encoding function e used — we
maximise over PX to get a bound that holds for all (ϵ, 2L, 1)-channel
codes.
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6.2.2 Proof of strong converse and method of types

In the following we will show that C(W) ≤ I(W). In fact, we will
show something much stronger. We will show that for any sequence
of (ϵ, 2⌈Rn⌉, n)-channel codes for a DMC W with ϵ ∈ (0, 1) fixed, we
must have R ≤ I(W). Hence, even if we allow for a nonzero error
asymptotically, the maximal rate is still bounded by the channel
mutual information. This is what is called a strong converse for
channel coding. The proof strategy we follow here is inspired by
some of my own work4, and if taken to its conclusion can yield tight 4 Marco Tomamichel and Vincent Y. F.

Tan. A Tight Upper Bound for the Third-
Order Asymptotics for Most Discrete
Memoryless Channels. IEEE Transactions
on Information Theory, 59(11):7041–7051,
nov 2013. doi: 10.1109/TIT.2013.2276077

higher-order expansions of the channel capacity. However, here we
are only interested in the first order, which allows us to simplify the
argument quite a bit.

Proposition 6.6 (Strong converse for channel coding). Let W be a
DMC with a stochastic map W. Then, for any sequence of (ϵn, 2⌈nR⌉, n)-
codes with lim supn→∞ ϵn < 1, we must have R ≤ I(W).

This implies that even if we allow for an error ϵ < 1, we still cannot
achieve any rate exceeding the channel mutual information. It also di-
rectly implies the converse part of the noisy channel coding theorem,
Theorem 6.4, since it ensures that C(W) ≤ I(W).

Before we prove this statement we first derive a relaxation of the
meta-converse in terms of the information spectrum relative entropy.
For this we will need the following lemma:

Lemma 6.7. For any pmfs PX and QY and channel WY|X it holds that

Dϵ
s
(

PXY
∥∥PX ×QY

)
≤ max

x∈X
Dϵ

s
(
W(·|x)

∥∥QY(·)
)

. (6.35)

Proof. We first introduce the random variable Zx = log
WY|X(Y|x)

QY(Y)
where Y is distributed according to the law WY|X=x. Using it, we can
write

Dϵ
s (W(·|x)

∥∥QY(·)) = sup{R ∈ R : P[Zx ≤ R] ≤ ϵ} . (6.36)

Moreover, using the law of total probability, we find

P
[

log
PXY(X, Y)

PX(X)QY(Y)
≤ R

]
= ∑

x
PX(x)WY|X=x

[
log

WY|X(Y|x)
QY(Y)

≤ R

]
(6.37)

= ∑
x

PX(x)P [Zx ≤ R] . (6.38)
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Plugging this into the definition of the information spectrum relative
entropy, we find

Dϵ
s
(

PXY
∥∥PX ×QY

)
= sup

{
R ∈ R : ∑

x
PX(x)P [Zx ≤ R] ≤ ϵ

}
(6.39)

≤ sup
{

R ∈ R : min
x∈X
{P [Zx ≤ R]} ≤ ϵ

}
(6.40)

≤ max
x∈X

sup {R ∈ R : P [Zx ≤ R] ≤ ϵ} . (6.41)

To establish the first inequality we used that there must (at least)

The inequality from (6.40) to (6.41)
is in fact an equality. Can you see
why?

exist one x for which the probability does not exceed its expectation
over X. Thus, we have relaxed the condition. The final inequality can
be verified as follows. Let us say that the supremum in (6.40) is R∗,
and, thus, P[Zx ≤ R∗ − µ] ≤ ϵ for every µ > 0 and some x ∈ X .
Hence, maxx∈X sup {R ∈ R : P [Zx ≤ R] ≤ ϵ} ≥ R∗ − µ. Since this
holds for all µ > 0 we are done.

Proof of Proposition 6.6. Consider a sequence of (ϵn, 2⌈Rn⌉, n)-codes as
in the statement of the result. Since we have that ϵ∞ := lim supn→∞ ϵn <

1 we may choose ϵ ∈ (ϵ∞, 1) and by definition of the limit, there ex-
ists an N such that for any n ≥ N there exists an (ϵ, 2⌈nR⌉, n)-code in
the sequence. Recall that

PXnYn(xn, yn) = PXn(xn)
n

∏
i=1

WY|X(yi|xi) (6.42)

is the joint distribution of channel inputs and outputs when the
stochastic map Wn is applied to an arbitrary input distributions PXn .
By the meta-converse as well as Lemma 4.5 and Lemma 6.7 for the
channel Wn, we have

nR ≤ ⌈nR⌉ (6.43)

≤ max
PXn∈P(X n)

min
QYn∈P(Yn)

log
1

β∗ϵ(PXnYn∥PXn ×QYn)
(6.44)

≤ max
PXn∈P(X n)

log
1

β∗ϵ(PXnYn∥PXn ×Qn
Y)

(6.45)

≤ max
PXn∈P(X n)

Dϵ+δ
s (PXnYn∥PXn ×Qn

Y) + log
1
δ

(6.46)

≤ max
xn∈X n

Dϵ+δ
s
(
Wn(·|xn)

∥∥Qn
Y(·)

)
+ log

1
δ

, (6.47)

where we have chosen δ such that ϵ + δ < 1. In the last step two steps
we simply noted that the expression no longer depends on the input
distribution PXn and chose QYn to be an i.i.d. distribution Qn

Y, where
QY is the output distribution that minimises the expression in (6.17),
i.e., it satisfies

max
x

D(W(·|x)∥Q) = I(W) . (6.48)
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It thus remains to analyse the information spectrum relative en-
tropy in (6.47) as a function of xn ∈ X n. In particular, the probability

P

[
n

∑
i=1

Zi
xi
≤ R

]
, where Zi

x are independent rvs, (6.49)

given by Zi
x = log

WY|X(Y|x)
QY(Y)

with Y distributed according to WY|X=x.

Hence, the Zi
xi

are independent but not identically distributed. Using
this, we can write

Dϵ+δ
s
(
Wn(·|xn)

∥∥Qn
Y(·)

)
= sup

{
R ∈ R : P

[
n

∑
i=1

Zi
xi
≤ R

]
≤ ϵ + δ

}
.

(6.50)

The first thing we note is that this expression actually does not
depend on all the properties of xn, but only the frequency in which
the letters of X occur in xn. As a consequence, in this proof we will
employ the so-called “Method of Types”5, of which we however will 5 Imre Csiszár. The Method of Types.

IEEE Transactions on Information The-
ory, 44(6):2505–2523, oct 1998. doi:
10.1109/18.720546

only be able to scratch the surface.
Consider a sequence xn where each symbol xi for i ∈ [n] is taken

from a finite set X . There are obviously X n different such sequences.
But in many circumstances it suffices to classify these sequences
simply by how many times each of the elements of X appear in it.
This is called the type of the sequence xn. We will also introduce the
empirical distribution of a sequence xn, which also only depends on
the number of times each symbol appears, and is defined as

Pxn

X (x) =
1
n
∣∣{i ∈ [n] : xi = x}

∣∣ . (6.51)

for all x ∈ X . Note that this is a pmf on X where each symbol has
probability proportional to the number of times it appears in xn.

We have already seen that in the homework that the empirical
distribution of a i.i.d. sequence Xn will concentrate around the under-
lying pmf PX with which the Xi are chosen.

More precisely, the argument
given here leads to an upper
bound (n + 1)|X |. Can you see
how this can be improved to the
bound (n + 1)|X |−1 claimed?

One of the other interesting observations we can make here is that
there are not too many types, or at least not exponentially many. The
number of different types of sequences in X n is simply given by the
number of partitions of n into |X | segments. A simple upper bound
on the number of types can be given as (n+ 1)|X |−1, which grows only
polynomially in n. This upper bound can be shown by counting the
number of possible values the probability Pxn

X (x) in (6.51) can take for
each symbol x ∈ X .

The random variable in (6.49) is a sum of independent (but not
identical!) random variables. Let us compute its expectation and



noisy channel coding 99

variance, which are

E

[
n

∑
i=1

Zi
xi

]
=

n

∑
i=1

D (W(·|xi)∥Q) (6.52)

= n ∑
x∈X

Pxn

X (x)D (W(·|x)∥Q)︸ ︷︷ ︸
=:J

(6.53)

Var

[
n

∑
i=1

Zi
xi

]
=

n

∑
i=1

Var

[
log

WY|X(Yi|x)
QY(Yi)

]
(6.54)

≤ n max
x∈X

Var

[
log

WY|X(Yi|x)
QY(Yi)

]
︸ ︷︷ ︸

=: σ2

, (6.55)

where σ2 is some constant. So if we set K = n(J + ν) for any small
ν > 0, Chebyshev’s inequality yields

P

[
n

∑
i=1

Zi
xi
≥ K

]
≤ σ2

ν2n
, (6.56)

or, equivalently,

P

[
n

∑
i=1

Zi
xi
≤ K

]
≥ 1− σ2

ν2n
, (6.57)

If we choose n large enough, then 1− σ2

ν2n is always larger than ϵ + δ.
Hence, we can deduce that, for sufficiently large n,

Dϵ+δ
s
(
Wn(·|xn)

∥∥Qn
Y(·)

)
≤ n(J + ν) (6.58)

≤ n(I(W) + ν) . (6.59)

This expression now no longer depends on xn. Plugging it into
Eq. (6.47) and dividing both sides by n, we find

R ≤ I(W) + ν +
1
n

log
1
δ

(6.60)

Since 1
n log 1

δ ≤ ν for sufficiently large n and furthermore ν can
be chosen arbitrarily small, we can conclude that the inequality
R ≤ I(W) must hold for any such sequence of codes.

6.2.3 Proof of achievability and random codes

We will need the following technical lemma. (Our proof is inspired
by the analysis of Hayashi and Nagaoka in the domain of quantum
information theory6.) 6 Masahito Hayashi and Hiroshi Na-

gaoka. General Formulas for Capac-
ity of Classical-Quantum Channels.
IEEE Transactions on Information The-
ory, 49(7):1753–1768, jul 2003. doi:
10.1109/TIT.2003.813556
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Lemma 6.8. Let t ≥ 0 and s ∈ [0, 1]. Then, 1− s
s+t ≤ 1− s + t.

Proof. We may rewrite the statement as

0 ≤ t− s +
s

s + t
. (6.61)

If t ≥ s this is trivially true. If t < s we use the convexity of the
function f (t) = s

s+t to bound it with its tangent at t = 0. This yields

s
s + t

≥ 1− t
s
=

s− t
s
≥ s− t, (6.62)

where the second inequality follows since s ∈ (0, 1] and s− t ≥ 0.

We again first analyse the channel coding problem in the one-shot
setting where the channel is only used once.

Proposition 6.9. For any ϵ, δ ∈ (0, 1) such that ϵ + δ < 1 there exists
an (ϵ + δ, 2L, 1)-channel code for a stochastic map WY|X as long as the
code parameters satisfy

L ≤ log
δ

β∗ϵ(PXY∥PX × PY)
(6.63)

for some pmf PX ∈ P(X ).

Proof. We now construct a random code for a single use of the chan-
nel. First, we fix any distribution PX ∈ P(X ). From this we generate
|M| codewords independently by picking them from the distribution
PX, i.e. the output of the decoder, E(m), is itself a random variable
following the distributions PX for each message m. The decoder
is constructed as follows. Consider the binary hypothesis testing
problem between H0 : PXY and H1 : PX × PY. By definition of
β∗ϵ(PXY∥PX × PY), there exists a subset A ⊂ X ×Y that satisfies

PXY(Ac) ≤ ϵ and (PX × PY)(A) = β∗ϵ(PXY∥PX × PY) . (6.64)

From this we construct the sets Ax = {y ∈ Y : (x, y) ∈ A} for all
x ∈ X . For a fixed encoder E = e, the decoder is probabilistic. Given
a channel output y it assigns M̂ = m with probability

P[M̂ = m|Y = y, E = e] =
1{y ∈ Ae(m)}

∑m′ 1{y ∈ Ae(m′)}
(6.65)

=
1{y ∈ Ae(m)}

1{y ∈ Ae(m)}+ ∑m′ ̸=m 1{y ∈ Ae(m′)}
.

(6.66)
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Let us now analyse the probability of error for this code, first for a
fixed set of codewords (or fixed encoder, e) and fixed message m.

P[M ̸= M̂|M = m, E = e]

= 1−∑
y

W(y|e(m))P[M̂ = m|Y = y, E = e] (6.67)

= ∑
y

W(y|e(m))

(
1−

1{y ∈ Ae(m)}
1{y ∈ Am}+ ∑m′ ̸=m 1{y ∈ Ae(m′)}

)
(6.68)

We can now use Lemma 6.8 to bound this as

P[M ̸= M̂|M = m, E = e] (6.69)

≤∑
y

W(y|e(m))

(
1{y ̸∈ Ae(m)}+ ∑

m′ ̸=m
1{y ∈ Ae(m′)}

)
. (6.70)

We may now take the average over all encoders e, so that e(m) and
e(m′) for m ̸= m′ are independent and follow the distribution PX.
This gives the following bound

P[M ̸= M̂|M = m] (6.71)

≤∑
x,y

PX(x)W(y|x)
(

1{y ̸∈ Ax}+ (2L − 1)︸ ︷︷ ︸
≤2L

∑
x′∈X

PX(x′)1{y ∈ Ax′}
)

(6.72)

and we note that the bound no longer depends on the choice of m,
i.e. Eq. (6.72) is in fact an upper bound on P[M ̸= M̂]. Let us now
investigate the two summands in (6.72) individually. We first observe
that

∑
x,y

PX(x)W(y|x)1{y ̸∈ Ax} = PXY [(x, y) ̸∈ A] = PXY[Ac] ≤ ϵ (6.73)

by definition of the sets Ax and A. We can also evaluate

∑
x∈X ,y∈Y

PX(x)W(y|x) ∑
x′∈X

PX(x′)1{y ∈ Ax′}

= ∑
y∈Y

PY(x) ∑
x′∈X

PX(x′)1{(x′, y) ∈ A} (6.74)

= (PX × PY)[A] (6.75)

= β∗ϵ(PXY∥PX × PY) . (6.76)

Summarising this, we find that

P[M ̸= M̂] ≤ ϵ + 2Lβ∗ϵ(PXY∥PX × PY) . (6.77)

So, in particular, as long as we choose 2L ≤ δ · β∗ϵ(PXY∥PX × PY)
−1, we

achieve P[M ̸= M̂] ≤ ϵ + δ, as required.
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Finally, since this bound holds on average over all choices of
encoders e, there exists (at least) one encoder that satisfies P[M ̸=
M̂|E = e] ≤ ϵ + δ as well. This is the code we are looking for.

Finally, we can complete the proof of Theorem 6.4, showing that
any rate R < I(W) is achievable.

Achievability of Theorem 6.4. We consider the one-shot results applied
to the super-channel Wn. Proposition 6.9 stipulates that there exists a
code with 2⌈nR⌉ codewords and error 2ϵ as long as

⌈nR⌉ ≤ log
ϵ

β∗ϵ(PXnYn∥PXn × PYn)
(6.78)

for some input distribution PXn ∈ P(X n). Or, removing the ceiling
function and deviding by n on both sides, as long as

R ≤ 1
n

(
log

1
β∗ϵ(PXnYn∥PXn × PYn)

+ log ϵ− 1
)

. (6.79)

We further choose PXn to be i.i.d. and PX the maximiser in the
definition of the channel mutual information, i.e. I(X : Y)P = I(W)

to make our analysis simpler. We can then use the Chernoff-Stein’s
Lemma (cf. Theorem 4.4) to show that

lim
n→∞

1
n

log
1

β∗ϵ(Pn
XY∥Pn

X × Pn
Y)

= D(PXY∥PX × PY) (6.80)

= I(X : Y) = C(W). (6.81)

And thus, we can conclude that if R < I(W) is strictly smaller
than the channel mutual information, then for any error ϵ > 0 the
condition (6.79) will be satisfied for sufficiently large n. Hence, there
exists a sequence of codes with vanishing probability of error at this
rate, and it is thus achievable. Taking the supremum over all such
rates yields our achievability bound C(W) ≥ I(W).

6.2.4 Maximum probability of error

Consider a code with |M| codewords. So far we have used the average
probability of error as a metric for our codes, namely we required that

P[M̂ ̸= M] = ∑
m∈{0,1}L

2−L P[M̂ ̸= m|M = m] (6.82)

vanishes asymptotically. Sometimes we would however like to im-
pose an even stricter condition, namely that the maximum probability of
error, given by

max
m∈{0,1}L

P[M̂ ̸= m|M = m], (6.83)
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vanishes asymptotically. Because the condition is stricter our con-
verse bounds still hold even with this new definition of error; how-
ever, the random codes we constructed so far do not necessarily lead
to a small maximum probability of error.

The following lemma allows us to construct codes that overcome
this.

Proposition 6.10. Given an (ϵ, 2L, 1)-average error channel code, we can
construct a (2ϵ, 2L−1, 1)-maximum error channel code.

Proof. The proof uses expurgation of bad codewords. By definition of
the (ϵ, 2L, 1)-average error channel code, we have

∑
m∈{0,1}L

2−L P[M̂ ̸= m|M = m] ≤ ϵ (6.84)

Hence, there must be a subset Mg ⊆ {0, 1}L of size at least 2L−1 with

P[M̂ ̸= m|M = m] ≤ 2ϵ ∀m ∈ Mg (6.85)

as otherwise the inequality in Eq. (6.84) cannot hold. The codewords
in Mg constitute an (2ϵ, |M|2 , 1)-maximum error channel code.

6.3 Source-channel separation theorem

We have until now covered the case where a message that is uni-
formly chosen from a set needs to be transmitted through the noisy
channel. Does anything change when instead we want to transmit
a general source? The setting is the same as with channel coding,
except that now for each block length n we want to transmit a mem-
oryless source given by i.i.d. Zn = (Z1, Z2, . . . , Zn). A code for
block length n is given by an encoder en : Zn → X n and a decoder
dn : Yn → Zn and our goal is to find a sequence of such codes that
satisfy

lim
n→∞

P[Ẑn ̸= Zn]→ 0 (6.86)

Here we want to show the following theorem:

Theorem 6.11. Given a DMS Z and DMC W , there exists a sequence
of codes satisfying with asymptotically vanishing error if H(Z) < I(W).
Moreover, if H(Z) > I(W) such a sequence of codes cannot exist.

When H(Z) < I(W) we can simply compress the source at a rate
R = H(Z) + µ and then transmit it over the channel at the same rate
R = I(W)− µ, where we choose µ = 1

2 (I(W)−H(Z)). That is, we first
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apply the encoder for source compression, transmit the compressed
source through the channel using a maximum probability of error
channel code, and finally decompress the source at the receiver. The
error of such a scheme is simply the sum of the individual errors of
the source compression code and the channel code, both of which
vanish asymptotically as shown in the source and channel coding
theorems, respectively.

The second statement of this theorem, which is conceptually more
interesting, shows that such a separate treatment of compression
and channel coding is in fact optimal (at least when we only look
at the first order asymptotics). We will only give a formal proof
of the second statement. We will need the following lemma for
this purpose, which ensures the additivity of the channel mutual
information.

Lemma 6.12. Let W1 and W2 be two channels. Then,

I(W1 ×W2) = I(W1) + I(W2) . (6.87)

Proof. We first note that for two channel inputs X1 and X2 following
any distribution PX1X2 and two channel outputs Y1 and Y2 produced
by two channels W1 and W2 applied to X1 and X2, respectively, we
have

I(X1X2 : Y1Y2) =

= H(Y1Y2)− H(Y1Y2|X1X2) (6.88)

≤ H(Y1) + H(Y2)

− ∑
x1,x2∈X

PX1X2(x1, x2) H(Y1Y2|X1= x1, X2= x2)︸ ︷︷ ︸
= H(Y1|X1=x1) + H(Y2|X2=x2)

(6.89)

= H(Y1) + H(Y2)− H(Y1|X1)− H(Y2|X2) (6.90)

= I(X1 : Y1) + I(X2 : Y2) (6.91)

≤ I(W1) + I(W2) . (6.92)

Here we used sub-additivity of entropy and the fact that Y1 and
Y2 are independent once we condition on X1 and X2. We conclude
that this inequality holds in particular also for the the distribution
PX1X2 achieving I(W1 ×W2). The other direction and thus equality
clearly holds since we can always just restrict ourselves to product
distributions when optimising I(W1 ×W2), and, thus

I(W1 ×W2) ≥ max
PX1 ,PX2

I(X1X2 : Y1Y2) (6.93)

= max
PX1 ,PX2

I(X1 : Y1) + I(X2 : Y2) = I(W1) + I(W2) . (6.94)
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Proof of Theorem 6.11. Assume H(Z) − I(W) = ν > 0. If there is a
sequence of codes with asymptotically vanishing error then for every
ϵ > 0 there must be a block length n such that P[Ẑn ̸= Zn] ≤ ϵ. For
such a code, by Fano’s inequality, we have

H(Zn)− I(Zn : Yn) = H(Zn|Yn) ≤ H(Zn|Ẑn) ≤ 1 + ϵ n log |Z| (6.95)

We can now evaluate H(Zn) = nH(Z) since the source is i.d.d., and
furthermore

I(Zn : Yn) ≤ I(Xn : Yn) ≤ I(Wn) = nI(W) . (6.96)

To verify the first inequality we simply note that Zn → Xn → Yn

form a Markov chain, which implies that I(Zn : Yn) ≤ I(Xn : Yn).
Maximising I(Xn : Yn) over all input distributions then yields the
inequality. The last inequality follows from Lemma 6.12, which can
be used to verify that I(Wn) = nI(W) by induction.

Finally, combining Eqs. (6.95) and (6.96) yields

ϵ log |Z| ≥ H(Z)− I(W)− 1
n
= ν− 1

n
(6.97)

but since for large enough n the term on the right-hand side is strictly
positive, ϵ is bounded away from zero, leading to a contradiction.

6.4 Gaussian channels

We have not discussed continuous variables in any detail and indeed
all our proofs so far have assumed that the random variables take
values in a finite alphabet. We will now however explore one very
important channel that is continuous, the additive white Gaussian
noise (AWGN) channel. This channel takes an input X ∈ R and
outputs

Y = X + Z, (6.98)

where Z follows a Gaussian distribution with mean 0 and standard
deviation σ, and is indpendent of X. The channel behaviour can thus
be characterised by the conditional pdf

wY|X(y|x) =
1√

2πσ2
e−

(y−x)2

2σ2 , (6.99)

which is the Gaussian pdf with mean x and standard deviation σ.
We can now ask the usual question about this channel — at what
rate can we transmit information over it? It turns out that without
further restrictions the answer to this that we can transmit as much
information as we want, even through a single use of the channel.
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We simply map the messages to a lattice of values xm ∈ R that are
sufficiently separated so that even after the noise is added w(y|xm)

and w(y|xm′) only have small overlap for distinct messages m and
m′. If the grid distance is chosen to be 6σ, for example, we will get a
decoding error that is lower than 0.5% by such a construction. And
we can get an arbitrarily small error by spreading the lattice even
further.

Formally construct such an en-
coder and decoder and compute
the probability of error.

In practical applications an AWGN for example arises when we
encode information in an electromagnetic field, and Xi and Yi for
each channel use i ∈ [n] are then simply amplitudes of the field.
On the other hand, the energy stored in the field grows with the
square of the amplitude and needs to be invested by the sender of
the electromagnetic pulse. It is natural to restrict how much energy
per channel-use, or power, is available at the source.7 Formally, this is 7 The nomenclature makes sense since

power is energy per time unit, and
channel uses are temporally separated
in this context.

done by requiring that every codeword x = (x1, x2, . . . , xn) satisfies

1
n

n

∑
i=1

x2
i ≤ P (6.100)

This communication channel models many practical channels, includ-
ing wireless and satellite links. The noise may be due to a variety of
(independent) microscopic reasons; however, the central limit ensures
that collectively these noise sources resemble an additive noise with a
Gaussian distribution.

We will now analyse the channel capacity of the AWGN channel
under the above constraint. To do this, we however need to first
introduce the notion of differential entropy.

6.4.1 Differential entropy and mutual information

Let X be a real-valued continuous random variable with support on
S and pdf pX . The differential entropy of X is defined as

h(X) = −
∫

S
pX(x) log pX(x)dx . (6.101)

It is worth noting that this integral does not always exist and
might in fact be infinite in many cases.

For maths enthusiasts: Construct
an example with a valid pdf
for which the integral diverges
and one for which it becomes
negative.

A class of distributions for which it is relatively well-behaved
is the uniform distribution, where pX(x) = 1

a in an interval [0, a]
and zero elsewhere. In this case it is easy to verify that we have
h(X) = log a. An other interesting case is the case of Gaussian
distribution with

pX(x) =
1√

2πσ2
e−

(x−µ)2

2σ2 . (6.102)
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In this case we can evaluate the differential entropy as follows

h(X) = −
∫

pX(x) log pX(x)dx (6.103)

=
∫

pX(x)
(
(x− µ)2

2σ2 log e + log
√

2πσ2
)

dx (6.104)

= E[(x− µ)2]
log e
2σ2 +

1
2

log (2πσ2) (6.105)

=
1
2

log (2eπσ2) . (6.106)

But note that since the differential entropy can get negative for small
σ it is hard to give it operational meaning.

One thing we can immediately observe is that the differential
entropy is independent of the mean of X. This is true more generally:
h(X) = h(X + a) for any constant a, which can be verified by a simple
change of variable. Note, however, that h(cX) = h(X) + log |c|, so the
entropy is not invariant under rescaling. This can be seen in contrast
to the invariance of the entropy of discrete random variables under
relabelings.

We can define conditional entropy and mutual information analo-
gously to the discrete case.

Let X and Y be real-valued continuous random variables with joint
pdf pXY. The conditional differential entropy of X given Y is defined
as

h(X|Y) = −
∫

S
pXY(x, y) log pX|Y(x|y)dx dy , (6.107)

where pX|Y(x|y) = pXY(x,y)
pY(y)

is the conditional pdf and pY(y) the
marginal pdf on Y. Moreover, the mutual information between X and
Y is defined as

I(X : Y) =
∫

pXY(x, y) log
pXY(x, y)

pX(x)pY(y)
dx dy . (6.108)

As expected, we can again decompose I(X : Y) = h(X)− h(X|Y),
assuming that all the expressions are finite.

The mutual information for continuous variables is very naturally
linked to mutual information for discrete variables. To see this,
consider the discrete random variables X∆ that takes values xr = r∆
for r ∈ Z with probability

PX∆(xr) =
∫ xr+∆/2

xr−∆/2
pX(x)dx . (6.109)

This is simply a discretised version of X, where everything in an
interval of length ∆ is course-grained into a single discrete value.
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For sufficiently small ∆ continuity of pX(x) implies that PX∆(xr) →
∆ · pX(xr), and thus we find, under some mild regularity assumptions,

I(X : Y) =
∫

pXY(x, y) log
pXY(x, y)

pX(x)pY(y)
dx dy (6.110)

= lim
∆→0

∞

∑
i=−∞

∞

∑
j=−∞

∆2 pXY(xi, yj) log
pXY(xi, yj)

pX(xi)pY(yj)
(6.111)

= lim
∆→0

∞

∑
i=−∞

∞

∑
j=−∞

PX∆Y∆(xi, yj) log
PX∆Y∆(xi, yj)

PX∆(xi)PY∆(yj)
(6.112)

= lim
∆→0

I(X∆ : Y∆), (6.113)

where the first equality simply follows by the definition of the Rie-
mann integral. A corresponding result does not hold for differential

Argue that this implies that the
mutual information is always
non-negative even for continuous
variables.

entropy, instead a different normalisation is required. This is evident
simply from the fact that fine-graining a random variable will gener-
ally strictly increase its entropy, and thus the entropy would always
diverge to infinity in the above limit.

Finally, we can define the relative entropy between two pdfs pX

and qX as

D(pX∥qX) =
∫

pX(x) log
pX(x)
qX(x)

dx . (6.114)

The same argument we used in Chapter 1, based on Jensen’s inequal-
ity, reveals that

D(pX∥qX) ≥ 0 (6.115)

for all pairs of pdfs.

6.4.2 Channel coding theorem for the AWGN channel

Theorem 6.13. The capacity of the AWGN channel W with variance σ2

and power constraint P is given by

C(W) =
1
2

log
(

1 +
P
σ2

)
. (6.116)

The expression P
σ2 is called the signal-to-noise ratio (SNR).

This expression does not remind us of the usual channel coding
theorem, but this is only because it is already simplified for the
channel at hand. Let us thus first show the following identity.

Lemma 6.14. For an AWGN channel W with variance σ2 and power con-
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straint P, we have

max
pX∈P(R)

E[X2 ]≤P

I(X : Y) =
1
2

log
(

1 +
P
σ2

)
(6.117)

where pXY(x, y) = pX(x)wY|X(y|x) as usual.

Due to the constraint on the codewords the optimisation is now not
over all input distributions but only such distributions that satisfy the
required bound on the expectation of X2.

Proof. We may rewrite I(X : Y) = h(Y)− h(Y|X) where

h(Y|X) = h(X + Z|X) = h(Z) =
1
2

log(2πeσ2) (6.118)

can be simplified immediately. We now make the following observa-
tions. We have

E[Y2] = E[X2 + 2XZ + Z2] (6.119)

= E[X2] + 2E[X]E[Z] + E[Z2] ≤ P + σ2 (6.120)

since X and Z are independent and E[Z] = 0. So we have a bound on
the variance of Y — does this allow us to conclude anything about its
differential entropy?

We now argue that h(Y)p cannot exceed the entropy of a Gaussian
ϕY with the same variance as pY, let us call it σ2. To see this, we first
note that we can assume without loss of generality that both pY and
ϕY have mean zero as the entropy is independent of constant shifts.
Using this, we can write

0 ≤ D(pY∥ϕY) = −h(Y)p +
∫

pY(y) log
1

ϕY(y)
dy . (6.121)

Now we note that since ϕY is Gaussian the expression log ϕY(y) is of
the form A + By2 for two constants A and B. Hence, we may replace
pY(y) with ϕY(y) in the latter integral in (6.121) since they both yield
A + Bσ2. Therefore, we have shown that h(Y)p ≤ h(Y)ϕ.

Thus, we can in particular write

h(y)p ≤
1
2

log(2πe(P + σ2)) . (6.122)

Hence, we can conclude that

I(X : Y) ≤ 1
2

log(2πe(P + σ2))− 1
2

log(2πeσ2) =
1
2

log
(

1 +
P
σ2

)
(6.123)

Finally, we can see that equality can be achieved by choosing pX

Gaussian with standard deviation P (and zero mean) as the input
distribution.
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It now remains to show that the channel capacity equals the power-
restricted channel mutual information, i.e.,

C(W) = max
pX∈P(R)

E[X2 ]≤P

I(X : Y) (6.124)

For the converse, we can actually largely build on the proof we
already have — we will thus only sketch the argument here. We will
ignore all technical aspects that come from the fact that we are now
dealing with pdfs instead of pmfs and focus on the main idea. In
the meta-converse, in the last step we introduced a maximisation
over all channel input distributions: if we have restrictions on which
codewords are allowed, we can also restrict the distribution there.
Thus, when we apply the meta-converse for n channels, we now get

R ≤ min
QYn∈P(Yn)

max
PXn

1
n

log
1

β∗ϵ(PXnYn∥PXn ×QYn)
, (6.125)

where we optimise over pdfs PXn has support only on codewords
xn that satisfy the constraint 1

n ∑n
i=1 x2

i ≤ P. This will help us in
Eq. (6.35), where we can now restrict the optimisation over sequences
xn with the above property as well. It remains now only to note that
the empirical distributions corresponding to these sequences satisfy

E[X2] = ∑
x

Pxk

X (x)x2 =
1
n

n

∑
i=1

x2
i ≤ P . (6.126)

The converse can thus be generalised along these lines to the continu-
ous case, although significant care has to be taken when we go from
discrete to continuous variables.

A very rough sketch can also be drawn up for achievability. The
critical part here is that we choose codewords Xn at random using
the i.i.d. law PX(x)n and for some distribution with E[X2] ≤ P− ϵ,
their power consumptions satisfies

1
n

n

∑
i=1

X2
i → E[X2] ≤ P− ϵ, (6.127)

as n→ ∞ by the weak law of large numbers, and, thus

P

[
1
n

n

∑
i=1

X2
i ≤ P

]
→ 1 . (6.128)

Thus, with high probability the codewords constructed in our ran-
dom coding scheme satisfy the power constraint. In case an invalid
codeword is chosen by the random process we simply discard it and
count this as an error.



7
Application to learning theory: Complexity lower bounds

Intended learning outcomes:

• You understand the concept of sample complexity and how to show lower bounds using ideas from chan-
nel coding.

• You understand how multiarmed stochastic bandits can be used to investigate exploration vs. exploita-
tion tradeoffs.

• You can lower bound the minimax regret by construction adversarial distributions.

Book reference: For more information on bandits, see Lattimore &
Szepesvári1. 1 T. Lattimore and C. Szepesvári. Bandit

Algorithms. Cambridge University Press,
2020

7.1 Sample complexity of distribution learning

Assume the following simple scenario. You are given random sam-
ples Xn = (X1, X2, . . . , Xn) taken from a DMS X with an unknown
distribution P and are asked to provide an estimate P̂xn of P such that

E
[
δtvd

(
P, P̂Xn

)]
≤ ϵ . (7.1)

for some ϵ ∈ (0, 1). We are interested in the number of samples,
n, that we need to achieve this. This is called the sample complexity
for learning (or estimating) the distribution. Generally the sample
complexity will depend on ϵ and on the alphabet size of P, which we
denote by d. Usually we do not care about constants here, but only
about how the sample complexity scales as a function of d and ϵ.

Theorem 7.1. The sample complexity of distribution learning is

n = Θ
(

d
ϵ2

)
, (7.2)

where d is the alphabet size and ϵ is defined in (7.1).
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7.1.1 Upper bound

Here we need to exhibit a protocol for estimation and analyse it.
The protocol is quite obvious — our best estimate is the empirical
distribution of the sequence we observe:

P̂xn(x) =
1
n
∣∣{i ∈ [n] : xi = x}

∣∣ . (7.3)

Using this, we can bound

E
[
δtvd

(
P, P̂Xn

)]
=

1
2 ∑

x
E [|P(x)− PXn(x)|] (7.4)

≤ 1
2 ∑

x

√
E
[(

P(x)− PXn(x)
)2
]

(7.5)

=
1
2 ∑

x

√
Var [PXn(x)] , (7.6)

where we used that E[PXn(x)] = P(x). Now note that

Var [PXn(x)] =
1
n2 Var

[∣∣{i ∈ [n] : Xi = x}
∣∣] (7.7)

=
P(x)(1− P(x))

n
≤ P(x)

n
. (7.8)

In the above we used that the random variable
∣∣{i ∈ [n] : Xi = x}

∣∣
follows a binomial distribution. Combing this with (7.6) yields

E
[
δtvd

(
P, P̂Xn

)]
≤ 1

2 ∑
x

√
P(x)

n
≤ 1

2

√
d
n

. (7.9)

Hence, choosing n = d
4ϵ2 yields the desired accuracy ϵ. Thus, we have

shown the upper bound n = O(d/ϵ2).
Finally, we note that by Markov’s inequality, any protocol satisfy-

ing the expectation constraint in (7.1) also produces a close estimate
with high probability; namely

P
[
δtvd

(
P, P̂Xn

)
> ηϵ

]
<

1
η

. (7.10)

In fact, much stronger concentration bounds are possible, but we will
not need them here.

7.1.2 Lower bound

For simplicity of exposition we show the lower bound only for even d.
To do so we first construct a channel with input alphabet X = {x ⊂
[d] : |x| = d/2} and out alphabet Y = [d]. That is, the inputs are
subsets of [d] of size d/2. The conditional pmf for W is given by

W(y|x) = 1
d

(
1 + (−1)1{y ̸∈x}µ

)
(7.11)
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for some µ ∈ [0, 1] to be specified later. The channel mutual in-
formation of W can be bounded using the fact that I(X : Y) =

H(Y)− H(Y|X) ≤ log d− H(Y|X) and noting that the upper bound is
independent of the input distribution. Hence,

I(W) ≤ log d− H(Y|X) (7.12)

= log d +
1 + µ

2
log

1 + µ

d
+

1− µ

2
log

1− µ

d
(7.13)

=
1 + µ

2
log(1 + µ) +

1− µ

2
log(1− µ) (7.14)

≤ 1 + µ

2
µ log e− 1− µ

2
µ log e (7.15)

= µ2 log e , (7.16)

where we used that ln(1 + x) ≤ x for x > −1 to establish the second
inequality. Hence, the capacity of this channel is very small for small
µ and grows only quadratically in µ.

Next we want to construct a (hopefully large) set A ⊂ X such that

δtvd(W(·|x), W(·|x′)) ≥ µ

2
(7.17)

for all x, x′ ∈ A with x ̸= x′. First, we note that

δtvd(W(·|x), W(·|x′)) (7.18)

=
1
2 ∑

y

∣∣∣∣1d (1 + (−1)1{y ̸∈x}µ
)
− 1

d

(
1 + (−1)1{y ̸∈x′}µ

)∣∣∣∣ (7.19)

=
2µ

d
∣∣(xc ∩ x′

)∣∣ , (7.20)

and hence the above condition simply amounts to ensuring that |xc ∩
x′| ≥ d

4 for all pairs x, x′ ∈ A. Let us now randomly construct sets
in X as follows. We first sample d/2 fair coin tosses Y1, Y2, . . . , Yd/2.
Then we construct

X =
d/2⋃
k=1

Xk, where Xk =

{k} if Yk = 0

{d/2 + k} if Yk = 1
. (7.21)

Now assume that X is drawn as above and x′ is fixed but of the same
form. Then,

P
[∣∣Xc ∩ x′

∣∣ < d
4

]
= P

[
2
d

d/2

∑
k=1

1{Yk ̸= y′k} <
1
4

]
(7.22)

≤ P

[∣∣∣∣∣2d d/2

∑
k=1

1{Yk ̸= y′k} −
1
2

∣∣∣∣∣ > 1
4

]
(7.23)

≤ 2e−
d
16 , (7.24)

where we used Hoeffding’s inequality in the last step, leveraging the
fact that 1{Yk ̸= y′k} is a Bernoulli random variable with mean 1

2 . We
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can now construct the set A recursively. Assuming A already has
N elements, by the union bound we find that a randomly chosen X
satisfies

P
[∣∣X ∩ x′

∣∣ ≥ d
4
∀x′ ∈ A

]
≥ 1− 2ke−

d
16 , (7.25)

which is positive as long as k < 1
2 e

d
16 . Hence, an x satisfying all these

constraints exist and we can add it to the set. This ultimately yields a
set A with |A| ≥ 1

2 e
d
16 containing only elements that pairwise satisfy

the distance constraint in (7.17).

Verify the details of this argument.
Can you see how this can also be
used to show the converse to the
channel coding theorem?

Using Fano’s inequality, we can give a bound on the number of
distinct messages M that can be sent through the channel when it
is used n times and we require an average probability of error not
exceeding η. We will do this in the homework. It yields the bound

log M ≤ nI(W) + 1
1− η

(7.26)

This bound holds for all coding schemes. Now, one particular way
to use this channel to send a message in A is to use a repetition code
and transmit the same symbol x ∈ A a total of n times through
the channel. As a decoder we will use any distribution learning
algorithm. Assuming the input is x, such an algorithm will give us a
distribution P̂ that is at most 2ϵ away from W(·|x) with probability at
least 1

2 . If we choose µ > 8ϵ then we can simply decode to

x̂ = argmin
x∈A

δtvd
(
W(·|x), P̂

)
, (7.27)

and since by our choice of µ any two distinct elements of A have tvd
larger than 4ϵ, this achieves an average probability of error at most
1
2 . Plugging these parameter choices into Fano’s inequality, we thus
must have

d
16

log e− 1 ≤ log |A| < 2(64nϵ2 log e + 1) (7.28)

Solving this for n yields the desired asymptotic behaviour,

n >

(
d
16

log e− 3
)

1
128ϵ2 log e

, (7.29)

which becomes a nontrivial bound for sufficiently large d, and shows
the desired asymptotic behaviour, n = Ω

( d
ϵ2

)
.

7.2 Multiarmed stochastic bandits

7.2.1 Problem setup and objective

Multiarmed stochastic bandits are an example of an unsupervised
learning problem, where decisions have to made under uncertainty.
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P1

P2

P3

P4

At

Xt ∼ PAt

⇓

Figure 7.1: A bandit with 4 arms,
each inducing a distribution Pi on the
reward. Each round t ∈ [n] an action At
is chosen and the reward Xt is governed
by the distribution PAt .

Multiarmed stochastic bandits are used to investigate tradeoffs
between exploration and exploitation. Exploration here means that
we want to learn properties of a the various arms (namely their
expected rewards) by observing samples so as to find the arm with
the highest expected reward. Exploitation means that we mostly want
to play the arms which we think have the highest expected rewards.
But clearly at the start we do not know yet which arms have higher
rewards, so some exploration is necessary before exploitation can
occur.

Before we continue let us first formally define the problem.

A multiarmed stochastic bandit is given by a set A that is called the ac-
tion set (which we here assume to be finite). Furthermore, the ban-
dit is in an environment, a collection of pdfs ν = {pa : a ∈ A}.
The environment ν ∈ P is unknown but taken from some (known)
set of potential environments P . At each round t ∈ [n] a learner
chooses an action at ∈ A and receives a reward Xt ∈ R accord-
ing to the (a priori unknown) pdf pat .

• A policy π is a set of conditional probability distributions

πt(at|x1, a1, . . . , xt−1, at−1) (7.30)

for t ∈ [n] from which the player samples the action taken in
round t given the previous actions and outcomes.

• The joint pdf of X1, . . . Xn and A1 . . . Xn is then given by

p(x1, a1, . . . , xn, an) =
n

∏
t=1

πt(at|x1, a1, . . . , xt−1, at−1)pat(xt) (7.31)
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• The expected reward of an action a ∈ A is defined as µa =∫
pat(x) x dx.

• The maximal expected reward is defined as µ∗ = maxa∈A µa.

• The expected regret for a policy π on a bandit ν is defined as

Rn(π, ν) := nµ∗ −E

[
n

∑
t=1

Xt

]
(7.32)

• The worst-case regret of a policy π over the environments P is
defined as

R∗n(π,P) := sup
ν∈P

Rn(π, ν) (7.33)

• Finally, the minimax regret for P is defined as

R∗n(P) := inf
π

R∗n(π,P) = inf
π

sup
ν∈P

Rn(π, ν) . (7.34)

Show that we have Rn(π, ν) ≥ 0
for all π. Which policy π achieves
the minimal regret for a fixed
(and known) ν?

Our objective is to find how the minimax regret scales with the
number of samples n. As we have seen with the other problems
we discussed in this module, there are two directions we have to
approach this from. On the one hand, we might want to come up
with good policies that achieve a small worst-case regret. This is in
some sense analogous to the “achievability” problem in source or
channel coding, where we also need exhibit a code with the desired
properties. The regret for any policy obviously gives an upper bound
on the minimax regret. On the other hand, we also want to find
lower bounds on the minimax regret that hold for all policies. That is
analogous to the “converse” direction in channel or source coding. If
the upper and lower bounds match then we know that our policy is
optimal.

During this lecture we will only be able to derive a lower bound
and you will have to believe me that this lower bound is in fact
tight. Finding a good policy and analysing it is a bit outside the
realm of traditional information theory and more similar to the
task of algorithm design and analysis in computer science. If you
are interested in this topic, please have a look at the recent book by
Lattimore and Szepesvári 2. 2 T. Lattimore and C. Szepesvári. Bandit

Algorithms. Cambridge University Press,
2020

7.2.2 A lower-bound on minimax regret

In this section we will show the following theorem:
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Theorem 7.2. Let k ≥ 1, n ≥ k − 1 and let P be a class of environ-
ments with k arms that allows for rewards with Gaussian pdfs N ( · ; ν, 1)
for all ν ∈ [0, 1]. Then,

R∗n(P) ≥
1

27

√
(k− 1)n . (7.35)

This means that, independent of the policy chosen, the worst-case
regret scales at least as the square root of the number of trials and
the number of arms, or R∗n(π,P) ≥ 1

27

√
(k− 1)n for any policy π.

To show this, given any π, we will have to construct at least one
environment ν that exhibits a regret that allows for this lower bound.
So, what we will need to show is

∀π, ∃ν : Rn(π, ν) ≥ 1
27

√
(k− 1)n . (7.36)

The proof of this statement follows in the next few sections.

7.2.3 Decomposing the regret

The first lemma allows us to decompose the regret:

Lemma 7.3. Define ∆a = µ∗ − µa and let Ta(n) = ∑n
t=1 1{At = a} be the

random variable counting the number of times the action a ∈ A is chosen.
Then,

Rn(π, ν) = ∑
a∈A

∆a E[Ta(n)] . (7.37)

Proof. Starting from the definition of the regret and the fact that
∑a∈A E[Tn(a)] = n and ∑a∈A 1{At = a} = 1, we have

Rn(π, ν) := nµ∗ −E

[
n

∑
t=1

Xt

]
(7.38)

= ∑
a∈A

E[Tn(a)]µ∗ −E

[
n

∑
t=1

∑
a∈A

1{At = a}Xt

]
(7.39)

= ∑
a∈A

(
E[Tn(a)]µ∗ −E

[
n

∑
t=1

1{At = a}Xt

])
. (7.40)

Now we observe that in the latter expectation the action a is fixed
and thus the random variables Xt are drawn independently from pa.
The expectation value thus factorises to

E

[
n

∑
t=1

1{At = a}Xt

]
= E

[
n

∑
t=1

1{At = a}
]

µa = E[Ta(n)]µa, (7.41)

which implies the desired result when plugged into (7.40)
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7.2.4 Constructing worst-case environments

Without loss of generality we can take the action set to be A =

[k]. Let us introduce a vector of means µ ∈ [0, 1]k and then the
corresponding environment as

vµ = {N ( · ; µ1, 1), N ( · ; µ2, 1), . . . , N ( · ; µk, 1)} . (7.42)

To show the lower bound in Theorem 7.2, for every policy π, it
is sufficient to find two vectors µ and µ′ such that either Rn(π, vµ)

or Rn(π, vµ′)} exceeds 1
27

√
(k− 1)n. To ensure this, it is sufficient to

show that

Rn(π, vµ) + Rn(π, vµ′) ≥
2

27

√
(k− 1)n . (7.43)

Let us now construct such vectors for a fixed policy π. We choose
µ = (∆, 0, . . . , 0) for some ∆ ∈ (0, 1] still to be specified. Clearly
the optimal policy for vµ would always choose the first action. Now
consider a run of the algorithm with policy π on environment vµ.
Then we define

i∗ := argmin
i∈[k]\{1}

{
E[Tn(i)]

}
, (7.44)

the action that is chosen the least number of times (in expectation) by
the policy π when run on the environment vµ. Since ∑k

i=1 E[Tn(i)] =
n we must have

E[Tn(i∗)] ≤
n

k− 1
. (7.45)

by the pigeonhole principle. Indeed, if on the contrary E[Tn(i∗)] >
n

k−1 , then we get a contradiction since

n = ∑
i=1

E[Tn(i)] ≥ ∑
i=2

E[Tn(i)] ≥ (k− 1)E[Tn(i∗)] (7.46)

> (k− 1)
n

k− 1
= n . (7.47)

We can now define our alternative environment as

µ′ = (∆, 0, . . . , 0, 2∆︸︷︷︸
at position i∗

, 0, . . . , 0) . (7.48)

Note that this a worst-case scenario in the sense that if we run policy
π and think that the environment is µ instead of µ′ then our regret
would be maximal as we play i∗ the least often. Obviously our policy
should be clever enough so that we at some point learn that the
environment is µ′ and adapt our action choices accordingly, but
as we will see by choosing ∆ small we can make it very difficult to
distinguish the two cases.
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According to Lemma 7.3 we can decompose and then bound the
two regrest as

Rn(π, vµ) = ∆ ∑
i∈[k]\{1}

E[Ti(n)] = ∆ (n−E[T1(n)]) , (7.49)

Rn(π, vµ) = ∆E′[T1(n)] + 2∆ ∑
i∈[k]\{1,i∗}

E′[Ti(n)] ≥ ∆E′[T1(n)] . (7.50)

Here we used E′ to denote the expectation under the distribution p′

induced by π and vµ′ . We can further bound

E[T1(n)] ≤
n
2

p
[

T1(n) <
n
2

]
+ np

[
T1(n) ≥

n
2

]
(7.51)

=
n
2

(
1 + p

[
T1(n) ≥

n
2

])
(7.52)

and, using Markov’s inequality, E′[T1(n)] ≥ n
2 p′
[
T1(n) ≥ n

2
]
. This

yields

Rn(π, vµ) ≥
n∆
2

(
1− p

[
T1(n) ≥

n
2

])
=

n∆
2

p
[

T1(n) <
n
2

]
(7.53)

Rn(π, vµ′) ≥
n∆
2

p′
[

T1(n) ≥
n
2

]
. (7.54)

And, thus,

Rn(π, vµ) + Rn(π, vµ′) ≥
n∆
2

(
p
[

T1(n) <
n
2

]
+ p′

[
T1(n) ≥

n
2

])
.

(7.55)

7.2.5 Lower-bounding the regret

This is really where the information theory tools come in! The next
lemma gives us a lower bound on the sum of the probabilities of
two complementary events, evaluated on two (generally different)
distributions. When these distributions are similar we expect that the
sum of probabilities is close to 1.

Lemma 7.4 (Bretagnolle-Huber inequality). Let p and q be two pdfs
for the same random variable X taking values on X . For any A ⊂ X ,
we have

p(A) + q(Ac) ≥ 1
2

exp (−D(p∥q)) , (7.56)

where D(p∥q) =
∫
X p(x) log p(x)

q(x) dx.

Proof. We first note that

p(A) + q(Ac) =
∫

A
p(x)dx +

∫
Ac

q(x)dx ≥
∫
X

min{p(x), q(x)}dx .

(7.57)
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Furthermore, using the Cauchy-Schwartz inequality, we find

(∫
X

√
p(x)q(x)dx

)2

=

(∫
X

√
min{p(x), q(x)}max{p(x), q(x)}dx

)2
(7.58)

≤
(∫
X

min{p(x), q(x)}dx
)(∫

X
max{p(x), q(x)}dx

)
(7.59)

≤ 2
∫
X

min{p(x), q(x)}dx . (7.60)

Thus, combining this with Eq. (7.57), we have

p(A) + q(Ac) ≥ 1
2

exp

(
2 log

∫
X

p(x)

√
q(x)
p(x)

dx

)
. (7.61)

Finally, using Jensen’s inequality for the logarithm, we arrive at

p(A) + q(Ac) ≥ 1
2

exp

(
2
∫
X

p(x) log

√
q(x)
p(x)

dx

)
(7.62)

=
1
2

exp
(
−
∫
X

p(x) log
p(x)
q(x)

dx
)

(7.63)

=
1
2

exp (−D(p∥q)) . (7.64)

We can now continue with our derivation of a lower bound. Ap-
plying this Lemma to our bound in Eq. (7.55), we find

Rn(π, vµ) + Rn(π, vµ′) ≥
n∆
4

exp
(
−D(p∥p′)

)
, (7.65)

and it then remains to evaluate this relative entropy for our two
distributions.

Lemma 7.5 (Divergence decomposition lemma). Let π be any policy and
p and p′ be the distributions induce by the environments (p1, p2, . . . , pk)

and (p′1, p′2, . . . , p′k), respectively. Then,

D(p∥p′) =
k

∑
i=1

E[Ti(n)]D(pi∥ p′i) . (7.66)

Proof. We first recall that p(x1, a1, . . . , xn, an) decomposes into reward
and action probabilities as ∏n

t=1 πt(at|x1, a1, . . . , xt−1, at−1)pat(xt). As
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a consequence, we can simplify

D(p∥p′) = E

[
log

p(X1, A1, . . . , Xn, An)

p′(X1, A1, . . . , Xn, An)

]
(7.67)

= E

[
n

∑
t=1

log
pAt(Xt)

p′At
(Xt)

]
(7.68)

=
n

∑
t=1

k

∑
i=1

P[At = i]E

[
log

pAt(Xt)

p′At
(Xt)

∣∣∣∣∣At = i

]
(7.69)

=
k

∑
i=1

E

[
n

∑
t=1

δAt ,i

]
E

[
log

pi(Xt)

p′i(Xt)

∣∣∣∣At = i
]

(7.70)

=
k

∑
i=1

E[Ti(n)]D(pi∥ p′i) , (7.71)

where we used the law of total expectation to get the third equality
and in the penultimate step we used that Xt is drawn independently
from pi once At = i is fixed.

Applying this to our particular situation we find that

D(p∥p′) =
k

∑
i=1

E[Ti(n)] D
(
N ( · ; µi, 1)

∥∥ N ( · ; µ′i, 1)
)

(7.72)

= E[Ti∗(n)]
(2∆)2

2
(7.73)

≤ 2∆2n
k− 1

, (7.74)

where we realised that µi and µ′i only differ at i = i∗ and evaluated
the relative entropy for two normal Gaussian distributions with
different means. In the last step we used Eq. (7.45).

Verify that

D
(
N ( · ; µ, 1)

∥∥N ( · ; µ′, 1)
)

=
(µ− µ′)2

2
.

Substituting this into Eq. (7.65), we find

Rn(π, vµ) + Rn(π, vµ′) ≥
n∆
4

exp
(
−2∆2n

k− 1

)
. (7.75)

Choosing now ∆ =
√

k−1
4n yields

Rn(π, vµ) + Rn(π, vµ′) ≥
√

n(k− 1)
1
8

exp
(
−1

2

)
︸ ︷︷ ︸

≥ 2
27

, (7.76)

which is what we set out to show.
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